
Journal of Econometrics 107 (2002) 149–157
www.elsevier.com/locate/econbase

Sample selection and information-theoretic
alternatives to GMM

Aviv Nevo∗

Department of Economics, University of California, 549 Evans Hall, Berkeley,
CA 94720 3880, USA

Abstract

Information-theoretic alternatives to general method of moments (GMM) use over-identifying
moments to estimate the data-generating distribution jointly with the parameters of interest. This
paper demonstrates how these estimates can be interpreted when the sample is not a random
draw from the population of interest. I make explicit the selection probability implied by the
empirical likelihood and exponential tilting estimators, two commonly used estimators in this
class. In addition, I propose an alternative estimator that corresponds to a logisitic selection
model. The small sample properties of the estimators are demonstrated with a Monte Carlo
experiment. c© 2002 Elsevier Science B.V. All rights reserved.
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1. Introduction

Recently, several papers have examined information-theoretic alternatives to the gen-
eral method of moments (GMM). 1 The essential idea is to use over-identifying mo-
ment conditions to jointly estimate the parameters of interest and a set of weights, each
attached to an observation, which re6ect an estimate of the data-generating distribu-
tion. The estimated weights minimize the distance between the estimated distribution
and the empirical distribution of the data, subject to the moment conditions. Di9erent
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1 See Haberman (1984), Back and Brown (1993), Imbens (1993, 1997), Qin and Lawless (1994), Kitamura
and Stutzer (1997), Imbens et al. (1998) and Hellerstein and Imbens (1999). A related literature is the
literature on maximum entropy estimators (see Jaynes, 1957; Levine, 1980; Golan et al., 1996, 1997; and
references therein).
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measures of distance between the two distributions imply di9erent estimators. The main
focus has been on constructing estimators that either have better Enite sample proper-
ties than standard GMM estimators, or provide some (information-) theoretic metric by
which to choose among di9erent estimators that are Erst-order asymptotically equiva-
lent. These papers assume that the sample is a random draw from the population of
interest, and therefore the empirical distribution of the data is a consistent estimate of
the data-generating (population) distribution. 2

In this paper, I examine the case of sample selection. I assume the sample is not a
draw from the target population, rather it is a draw from the sampled population, to
use the terminology of Little and Wu (1991). The empirical distribution is no longer
a consistent estimate of the data-generating distribution. Sample selection can be cast
into a problem of re-weighting the sample, by the inverse probability of selection,
to make it representative of the population (Heckman, 1987). Therefore, the weights
computed by using di9erent information-theoretic alternatives implicitly imply di9erent
models of selection. I make explicit these models. Furthermore, I suggest a metric, not
previously studied, which implies a logistic selection model. As the sampled population
converges to the target population, the proposed estimator converges to the exponential
tilting estimator analyzed by Imbens et al. (1998). Indeed, when the two populations
are the same the two estimators are identical.

2. The setup

Suppose we observe N independent realizations {z1; z2; : : : ; zN} of a (multi-variate)
random variable Z , with support, �, a compact subset of RP and a pdf fT(Z). Let
	 be a J dimensional vector of the parameters of interest, with 	∈� where � is a
compact subset of RJ . An underlying econometric model deEnes a moment function,
 :Z×� → RM , M¿ J , such that ET[ (Z; 	 ∗)]=0 for a unique element 	 ∗ of �. The
moment function,  , is twice continuously di9erentiable with respect to 	, measurable
in Z , ET[ (Z; 	 ∗) (Z; 	 ∗)′] and ET[@ (Z; 	)=@	′] are of full rank.

The GMM estimate of 	 sets the sample analog of the population moment conditions
as close to zero as possible, i.e.,

	̂GMM = argmin
	

[
N∑
i=1

 (zi; 	)

]′

A

[
N∑
i=1

 (zi; 	)

]
: (1)

The metric used to deEne what we mean by “as close as possible” will depend on
A. If the number of parameters, J , is equal to the number of moments, M , then
we can set the sample average of all the moment functions to zero. In such a case
the choice of A does not matter. However, in the over-identiEed case (M ¿J ), the
asymptotic variance will depend on the choice of the matrix A (Hansen, 1982; Newey
and McFadden, 1994). Chamberlain (1987) shows that the optimal choice for A, �−1=
E[ (Z; 	 ∗) (Z; 	 ∗)′]−1, leads to a semi-parametric eOcient estimate of 	 ∗. The matrix

2 An exception is Hellerstein and Imbens (1999) who consider, as I do below, the case where the sample
is not a random draw from the population of interest.
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� depends on the unknown parameters and, therefore, must be estimated. This leads
to a two-step procedure. First, the optimal weight matrix is estimated and then this
matrix is used to obtain estimates for the parameters of interest. Asymptotically, the
way in which this weight matrix is computed does not matter, as long as the estimate
converges in probability to �−1. However, in Enite samples the speciEc weight matrix
used can bias the estimates (Altonji and Segal, 1996) and a9ect the estimates of the
variance (Burnside and Eichenbaum, 1994; Hall and Horowitz, 1996).

3. Information-theoretic alternatives to GMM

In order to get around this problem a set of information-theoretic alternatives to
GMM have been proposed (see references in footnote 1). GMM estimators, described
by Eq. (1), weigh each observation equally; thus, implicitly the distribution generat-
ing the data, fT(Z), is estimated by the empirical distribution. If the data are ran-
domly sampled from fT(Z), this estimate is the optimal non-parametric estimate of
the distribution. However, given the structure imposed by the econometric model this
non-parametric estimate is no longer the most eOcient.
Imbens (1993, 1997) suggests estimating the distribution of the data jointly with the

original parameters of interest. Each observation is attached a weight, or probability,
where all the weights are suitably normalized to sum to one. Thus, the corresponding
estimate of the distribution function becomes

F̂(z) =
N∑
i=1

1{zi6 z}wi;

where 1{·} is the indicator function. Giving each observation an equal weight (of
1=N ) corresponds to the empirical distribution. The weights are computed such that
the weighted sample analog of all the moments is set to zero

N∑
i=1

wi m(zi; 	̂) = 0 ∀m= 1 : : : M: (2)

Without further restrictions, the vector of weights is not uniquely determined. Therefore,
the weights are selected as those that imply a distribution that is closest to the empirical
distribution, subject to satisfying the moment condition given in Eq. (2). If we restrict
our attention to distance measures, between the estimated and empirical distributions,
of the form D(w) =

∑N
i=1 d(wi), then the estimation problem can be formalized as

solving 3

min
w; 	

N∑
i=1

d(wi) s:t:
N∑
i=1

wi = 1
N∑
i=1

wi (zi; 	) = 0: (3)

The solution to this problem can be characterized by the following proposition.

3 The problem can alternatively be formulated using the Cressie and Read (1984) power divergence
measure.
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Proposition 1. Assuming the real valued distance function; d(·); is twice di4erentiable
with d′′(w) �=0 for 0¡w¡ 1; then the solution to the constrained minimization prob-
lem de$ned by Eq. (3) is unique and the weights satisfy

d′(wi) = � + �′ (zi; 	̂) ⇒ wi = g(� + �′ (zi; 	̂)); (4)

where the scalar � and vector � are the Lagrange multipliers of the minimization
problem de$ned by Eq. (3); and the function g(·) is implicitly de$ned by the $rst
equality.

Proof. By direct application of the Kunn–Tucker Theorem.

Letting d(wi) =−ln(wi) yields the empirical likelihood (EL) estimator (Haberman,
1984; Back and Brown, 1993; Imbens, 1993, 1997; Qin and Lawless, 1994; Kitamura
and Stutzer, 1997). This distance measure comes from the Kullback–Leibler discrimi-
nant information measure for the empirical distribution against the estimated distribu-
tion. 4 Imbens (1993, 1997) shows that this metric leads to the maximum likelihood
estimate of 	 ∗ when the data have Enite support. Plugging this metric into the min-
imization problem deEned by Eq. (3), and using the result given in Eq. (4), yields
weights of the form wi ∼ 1=(� + �′ (zi; 	)):

Alternatively, setting d(wi) = wi ln(wi), yields the exponential tilting (ET) estima-
tor (Imbens et al., 1998). It is also based on the Kullback–Leibler measure; however,
now we measure the distance of the empirical distribution relative to the estimated
distribution. 5 This distance measure is an entropy measure and therefore it yields the
maximum entropy estimator (Jaynes, 1957; Levine, 1980; Golan et al., 1996, 1997).
Following the standard entropy interpretation, we can think of this estimator as at-
tempting to spread the mass of the distribution as evenly as possible subject to the
constraints. Imbens et al. (1998) argue for this metric over the EL for the following
two reasons. First, this metric leads to a computationally simpler problem. More impor-
tantly, this metric weighs the distance, between the estimated density and the empirical
density, by the estimated density, and not the empirical density. Using this metric the
computed weights are of the form wi ∼ exp(� + �′ (zi; 	)).

If we deEne the distance metric as d(wi)=(wi−k) ln(wi−k), where k is a constant,
the implied weights are of the form wi ∼ 1+exp(�̃−�′ (zi; 	)), where �̃=�−1−ln(k).
This distance metric deEnes a class of estimators indexed by k. I will refer to these
as Generalized ET estimators. Like the EL and ET estimators this class of estimators
tries to distribute the mass as evenly as possible (subject to the constraints). However,
here it is not the actual weights (and therefore the probabilities they imply) that is
distributed equally, rather it is the di9erence between the weights and some constant k
that is distributed. Another way to see this is to note that in an unconstrained problem
the distance metrics that justify the EL and ET estimators set the optimal weights to
1=N . Here the optimal weights, in the unconstrained problem, are 1=N + k. Once we

4 DeEned as I(FN ; F) =
∫
ln(dFN =dF) dFN , where FN is the empirical distribution and F is the being

estimated. In the sample this equals
∑N

i=1 1=N (ln(1=N )− ln(wi)).
5 Note that this distance measure is directional and therefore now it is equal to, I(F; FN ) =∫
ln(dF=dFN ) dFN , which in the sample equals

∑N
i=1 wi(ln(wi)− ln(1=N )).



A. Nevo / Journal of Econometrics 107 (2002) 149–157 153

add constraints this di9erence will shift the solution. Below, I will argue that in the
context of sample selection this di9erence is intuitive. Implicitly, in the deEnition of
this metric wi ¿k is a requirement. Since the weights are constrained to sum to 1, this
implies that k must be ¡ 1=N . Using the same entropy measure as in the ET estimator
and imposing the constraint wi ¿k will yield a di9erent solution. Finally, we note that
for k = 0 this metric equals the ET estimator.

4. Sample selection

Up to now we assumed that the observed sample is a random draw from the target
population with a pdf fT(Z). Suppose instead that the sample is drawn from the
sampled population, in which Z has a pdf fS(Z). If the two populations di9er, in
general, it will no longer be true that ES[ (Z; 	 ∗)] = 0; therefore, using the moment
 (Z; 	) to construct a sample analog will yield inconsistent and biased estimates.
Let Di = 1 if and only if zi is fully observed. 6 From Bayes’ Rule the distribution

of the observed zi is

fS(Z) = fT(Z |D = 1) = fT(Z)P(D = 1|Z)=P(D = 1):

Assuming the probability of selection, P(D = 1|Z), is bounded away from zero, we
can recover the target population density from the sample population density, given
knowledge of P(D = 1|Z), by

fT(Z) = fS(Z)P(D = 1)=P(D = 1|Z): (5)

Therefore, the original moment condition can be used to construct a sample analog by
re-writing it as

ET[ (Z; 	)] =
∫

 (z; 	)fT(z) dz

=
∫

 (z; 	)
P(D = 1)
P(D = 1|z)fS(z) dz = ES[w(Z) (Z; 	)]; (6)

where w(Z)=P(D=1)=P(D=1|Z). DeEning the weights correctly, the sample analog
of the moments in Eq. (6) is given by Eq. (2).
In order to see how the methods discussed in the previous section relate to the

weights in Eq. (6), let 	∗h be the value of the parameters of interest that solves
Eh[ (Z; 	∗h)] = 0, where the expectation is taken with respect to the distribution with
pdf fh(Z). DeEne the function G(·) so that dG(x)=dx = g(x); where g(·) is deEned
by Eq. (4). Let fST(Z) = fS(Z)w(Z) = fS(Z)g(�ST + �′ST (Z; 	)) with �ST and �ST
deEned as the solution to

max
�; �

ESG(� + �′ (Z; 	)):

The following proposition re-interprets the estimators given in the previous section.

6 In a cross-sectional context D=0 could imply that the covariates are observed while the outcome variable
is not. In a panel example, D=1 for the balanced sub-sample (i.e., those individuals who are present in all
periods), while for observations with D = 0 data is observed only for some periods.
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Proposition 2. Given the target and sampled distributions; fT(Z) andfS(Z); respectively;

	̂
p→	∗ST;

where the estimator 	̂ is the solution to the constrained maximization problem given
in Eq. (3) and 	∗ST is as de$ned above.

Proof. By Proposition 1 the solution to the constrained minimization problem deEned
by Eq. (3) satisEes

∑N
i=1 wi =1 and

∑N
i=1 wi (zi; 	̂) = 0; where wi = g(�̂+ �̂

′
 (zi; 	̂)).

By the deEnition of G(·); the same estimating equations can be derived as the solution
of

max
�; �

N∑
i=1

G(� + � (zi; 	)):

Assuming an interior solution exists; the probability limit of (�̂; �̂; 	̂) is (�ST; �ST; 	∗ST).

Proposition 2 implies that when the target and sampled population di9er, the prob-
ability limit of the estimators presented in the previous section is also the probability
limit of an estimator that uses a random sample from the distribution with pdf fST.
By Eq. (5), if we want to interpret this distribution as the distribution of the target
population, with pdf fT, we have to accept that the weights are proportional to the
inverse probability of selection.
By deEning the distance metric, the di9erent estimators, discussed in the previous

section, imply di9erent weights and therefore implicitly imply a di9erent selection
probability. The probability of selection implied by the EL estimator is proportional to
�+�′ (z; 	). This can be considered a generalization of a linear probability model. The
selection probability implied by the ET estimator is proportional to exp(�+ �′ (z; 	)),
which does not directly correspond to any commonly used selection model.
The Generalized ET estimators, proposed in the previous section, yield weights that

imply a logistic selection model, i.e., P(D=1|Z) is the logistic function. These weights
are a function of the constant k. As was noted above, this constant shifts the optimal
weights. In the context of sample selection this is fairly intuitive: if our sample is not a
random draw from the target population it is not clear why our “ideal” should be to set
all the weights to 1=N . In setting the ideal point we want to account for the selection.
By setting k to the marginal probability of selection, P(D = 1)=N , we do so. This
begs the question of where k comes from. In some cases, the researcher has either a
prior knowledge of P(D=1) or a way to estimate this probability. For example, Nevo
(2000) applies this estimator in a panel data context. In his setup, D = 1 if and only
if the household is observed in all periods (while D=0 for households that drop from
the panel over time). He estimates P(D=1) by the ratio of the number of observations
in the balanced sub-panel to the number of observations in each cross-section.
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Table 1
Results using artiEcial data

Absolute average bias and standard deviation of bias from di9erent estimators

Sample size OLS using target OLS using sample Non-feasible weights Generalized ET ET

Average s.d. Average s.d. Average s.d. Average s.d. Average s.d.

Estimates of slope
parameter

250 0.004 0.066 0.592 0.140 0.283 0.370 0.139 0.720 0.849 0.397
500 0.000 0.044 0.592 0.096 0.245 0.309 0.152 0.557 0.782 0.316
1000 0.001 0.031 0.590 0.068 0.206 0.260 0.074 0.404 0.728 0.246
2000 0.001 0.023 0.588 0.048 0.184 0.235 0.031 0.308 0.685 0.203
4000 0.000 0.016 0.591 0.035 0.159 0.220 0.020 0.255 0.661 0.174
10,000 0.001 0.010 0.589 0.021 0.129 0.186 0.024 0.202 0.630 0.127

Estimates of
intercept

250 0.006 0.075 1.096 0.170 0.356 0.479 0.139 0.852 0.427 0.326
500 0.002 0.051 1.097 0.117 0.307 0.396 0.182 0.689 0.374 0.254
1000 0.002 0.037 1.096 0.083 0.249 0.328 0.116 0.483 0.331 0.196
2000 0.001 0.027 1.091 0.058 0.211 0.298 0.044 0.372 0.306 0.158
4000 0.000 0.019 1.096 0.042 0.181 0.268 0.032 0.290 0.285 0.133
10,000 0.000 0.012 1.093 0.025 0.140 0.227 0.023 0.229 0.263 0.097

Results are from 1000 repetitions. Columns labeled average and s.d. present the absolute average bias and
the standard deviation of the bias (over these repetitions). OLS using target and OLS using sample denote
ordinary least squares estimators using samples from the target and sample populations, respectively. The
non-feasible weights estimator uses the true selection probability as weights, while the Generalized ET and
ET estimators use the weights discussed in the text.

5. Monte Carlo evidence

In this section, I summarize the main results from a small Monte Carlo experiment
designed to illustrate the Enite sample properties of the estimators discussed in the
previous section. All the results are based on 1000 replication of the model yi = # +
$xi + %i. I experimented with di9erent designs that di9er in the distributions used to
generate xi and %i, as well as in the relative magnitude of # and $. For the results
presented in Table 1, xi was drawn from a log normal distribution and %i was drawn
from a standard normal. The parameters were set to # = 1 and $ = 2. The patterns
presented in the table were robust to di9erent speciEcations of the distributions and
di9erent values of the parameters.
An observation generated by this process was included in the sample with a logistic

probability, i.e., P(D = 1|z) = exp(&0 + &′z)=(1 + exp(&0 + &′z)). For each repetition I
compute Eve di9erent estimators. (1) An ordinary least squares estimator using samples
from the target distribution. (2) An ordinary least squares estimator using samples
from the sampled distribution. (3) A (non-feasible) weighted estimator, which weighs
each observation by the (generally unobserved) true probability of selection. (4) The
Generalized ET estimator proposed above, which implies the correct logistic selection
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probability. (5) The ET (or maximum entropy) estimator, which in this example implies
incorrect selection probabilities. For all estimators, I present the absolute average bias
as well as the standard deviations, over the replications.
The results for the Erst two estimators show, somewhat unsurprisingly, that even

with fairly small samples OLS using data from the target distribution yields unbiased
estimates of the parameters. While using samples from the sampled distribution even
with a large sample size the estimates are biased (and the bias does not decrease with
sample size). The results from the third estimator, which weighs each observation by
the true selection probability, suggests that while this estimator might yield consistent
estimates its requires large samples before the bias is reduced. As we discuss below,
the estimator which uses the estimated probabilities out performs this estimator. This
result might seem counter-intuitive but it is consist with the results of Hirano et al.
(2000).
The last two sets of columns present results that directly examine the performance of

the estimators discussed in this paper. First, I examine the Generalized ET estimator.
As we recall this estimator requires an additional parameter, k. For the results in Table
1, I set this value to 0.48 divided by the sample size. 7 The results suggest that with
sample sizes of 2000 observations or more, the small sample properties of this estimator
are reasonable.
The last estimator also belongs to the class of estimators discussed in this paper.

Its performance is overall slightly better than that of the OLS estimate using the se-
lected sample; however, it implies a mis-speciEed selection probability and therefore
yields biased and inconsistent estimates. Its performance improves if we let the proba-
bility be a function of more moments, in which case the implied selection model can
approximate reasonably well the true selection model.

6. Concluding remarks

This paper demonstrates how the weights, and implied probability functions, com-
puted from using information-theoretic alternatives to GMM can be re-interpreted when
the sampled and target population di9er. The selection probability implied by the EL
and ET estimators is made explicit. In addition, I propose an alternative estimator that
corresponds to a logisitic selection model, when the populations di9er, and collapses
to the ET estimator as the sampled population converges to the target population.
The estimating equations generated from the estimators discussed above, can be

re-interpreted as a set of just-identiEed moment conditions. Indeed, this interpretation
is the standard way to derive the asymptotic properties of the estimators. Similarly,
the weights computed from the last metric proposed above can be generated from a
standard selection model, without referring to information-theoretic arguments (Nevo,
2000).

7 This value is roughly equal to P(D = 1) for the setup used here. The results were generally similar
for values close to this (say 0.35–0.60 divided by the sample size), but the performance of the estimator
decreased outside this range.
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