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Abstract
Psychologists collect similarity data to study a variety of phenomena including categorization, generalization and discrimination,
and representation itself. However, collecting similarity judgments between all pairs of items in a set is expensive, spurring
development of techniques like the Spatial Arrangement Method (SpAM; Goldstone, Behavior Research Methods, Instruments,
& Computers, 26, 381–386, 1994), wherein participants place items on a two-dimensional plane such that proximity reflects
perceived similarity. While SpAM greatly hastens similarity measurement, and has been successfully used for lower-dimension-
al, perceptual stimuli, its suitability for higher-dimensional, conceptual stimuli is less understood. In study 1, we evaluated the
ability of SpAM to capture the semantic structure of eight different categories composed of 20–30 words each. First, SpAM
distances correlated strongly (r = .71) with pairwise similarity judgments, although below SpAM and pairwise judgment split-
half reliabilities (r’s > .9). Second, a cross-validation exercise with multidimensional scaling fits at increasing latent dimension-
alities suggested that aggregated SpAM data favored higher (> 2) dimensional solutions for seven of the eight categories explored
here. Third, split-half reliability of SpAM dissimilarities was high (Pearson r = .90), while the average correlation between pairs
of participants was low (r = .15), suggesting that when different participants focus on different pairs of stimulus dimensions,
reliable high-dimensional aggregate similarity data is recoverable. In study 2, we show that SpAM can recover the Big Five factor
space of personality trait adjectives, and that cross-validation favors a four- or five-dimension solution on this dataset. We
conclude that SpAM is an accurate and reliable method of measuring similarity for high-dimensional items like words. We
publicly release our data for researchers.
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Introduction

Similarity is one of the most important relations we perceive
among things in the world. We often ask ourselves and others
to find items similar to some query, as in “I want a career
change. What’s a job similar to a lawyer?”, or “Siri, I’m hun-
gry. What’s a fruit like an apple?”. In each case, the query
recipient must find professions and fruits similar to ‘lawyer’

and ‘apple’, respectively. Similarity is also a component of
many theories of cognition and behavior. Shepard’s (1987,
2004) “universal law of generalization” holds that the proba-
bility of generalizing from one item to another decreases ex-
ponentially as a function of their dissimilarity. For example, a
child may generalize their knowledge of cats to dogs because
they are relatively similar, but not to spiders. The Generalized
Context Model (GCM) of categorization holds that a stimulus
will be categorized with whatever set of exemplars it is most
similar to (Nosofsky, 1984; Nosofksy, 1986). For example,
upon seeing a new animal, a person may categorize it as a
cat rather than a dog because the new animal more closely
resembles the previously seen set of cats than the set of en-
countered dogs. Similarity is also often theorized to be a heu-
ristic cue for many other more complex judgments, including
probability judgment, social judgment, and causality
(Kahneman & Tversky, 1972; Tversky & Kahneman, 1983),
is a key variable used by individuals to make multiattribute
choices (Tversky, 1969), and is thought to play a fundamental
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role in memory, with retrieved items cuing the subsequent
retrieval of other similar items (Bousfield & Sedgewick,
1944; Gruenewald & Lockhead, 1980; Howard & Kahana,
2002; Romney, Brewer, & Batchelder, 1993). These and other
theories demonstrate similarity’s centrality as a theoretical
construct to contemporary cognitive science (for reviews,
see Goldstone & Son, 2005; Hahn, 2014).

Further, to the extent that similarity reflects degree of same-
ness of representation, data on human similarity judgments in
a domain can be used to infer representational structure in that
domain. Perhaps the most common technique in this vein is
multidimensional scaling (MDS; for reviews, see Steyvers,
2002 and Hout, Papesh, & Goldinger, 2013). In a typical
MDS application, a matrix of (dis) similarities between items
is submitted to an algorithm which provides each item with a
coordinate representation—of pre-specified and usually low
dimensionality—such that the distances1 between items ap-
proximate the (dis) similarities as closely as possible. There
are various algorithms that implement MDS, but generally
they work as follows. First, the items are placed (randomly
or deterministically, depending on the algorithm) in a k-di-
mensional space, where k is chosen by the modeler. ‘Stress’,
a measure of the discrepancy between the input dissimilarities
and the inter-item distances in this space, is then computed.
Placement of the items is then iteratively altered either until
stress is minimized to a criterion, or a maximum number of
iterations has passed. The resulting ‘solutions’ (i.e., models of
the similarity relationships among items) havemany uses. The
modeler may visually inspect the resulting spatial map to iden-
tify the primary dimensions along which the items are repre-
sented. For example, Russell (1980) generated two-
dimensional solutions for 28 emotion words and found that
one dimension corresponded to valence, and another to arous-
al, generating the now well-known Circumplex Model of
Affect. It is also possible to correlate the items’ coordinate
representations with independent numerical judgments of the
items, e.g., their pleasantness and dangerousness in the case of
odors (Wnuk&Majid, 2014), or their perceived naturalness in
the case of outdoor scene stimuli (Berman et al., 2014). The
coordinates can also be used for fitting a GCM model to cat-
egorization data (e.g., Nosofsky, 1989), whereby the probabil-
ity of classifying an item as an instance of particular category
is a function of the sum of (weighted) distances between the
item and all exemplars in that category.

Review of methods of collecting similarity data

Similarity is thus a theoretically and methodologically im-
portant construct. However, despite how intuitive similar-
ity is—in many situations people have an immediate sense
of how similar two things are, and people can often agree
with one another as to whether two things are similar or
not—measuring similarity numerically is not straightfor-
ward. There are many popular methods, but each has its
own strengths and weaknesses (for reviews, see Giguère,
2006; Jaworska & Chupetlovska-Anastasova, 2009; Borg
& Groenen, 1997). A standard approach, the pairwise
method, is to ask participants to rate the similarity (usually
via Likert scale) between every possible pair of items in a
domain. For example, participants may indicate ‘1’ when
items are very dissimilar, ‘9’ when they are very similar,
and numbers in between to represent middling levels of
similarity. Despite the simplicity of this method, it has
several drawbacks. First and foremost, it is inefficient:
collecting pairwise judgments for n items requires n(n -
1)/2 judgments2. For just 30 items, this means 435 pairwise
judgments, and doubling the set to a mere 60 items would
require 1770 comparisons; the non-linear relationship be-
tween stimulus set size and number of required compari-
sons can therefore make collecting similarity estimates on
large set sizes prohibitively time-consuming with the
pairwise method. Further, because participants must rate
each pair independently and over a long period of time,
they may change their strategy for rating (e.g., item dimen-
sions or features they prioritize when assessing similarity
may shift, or they may recalibrate the range of their simi-
larity scale over time), they may get fatigued and provide
noisier answers over time, or they may disengage entirely
and simply provide random responses (Johnson, Lehmann,
& Horne, 1990).

Other long-standing methods for collecting similarity data
also have shortcomings. Experimenters can ask participants to
make same/different judgments between briefly presented
pairs of items and use reaction time on accurate trials (or the
percentage of trials on which different items are incorrectly
judged as the same) as a measure of similarity. During same/
different tasks, the degree of confusability between pairs—
i.e., worse discrimination accuracy or longer reaction times
on correct discrimination trials—is used to indicate increasing
similarity. This can often be slower than the pairwise rating
method, however, as one must also collect judgments not just
for trials of different items, but also for trials in which the
items are actually the same.

1 Various distance metrics are possible, although especially popular in cogni-
tive modeling are Minkowski distance with r = 1 and r = 2, better known as
city-block distance and Euclidean distance. City-block distance is thought to
be more applicable in domains with separable stimulus dimensions like shape
and size, and Euclidean distance with integral stimulus dimensions like hue
and saturation (Garner, 1974). In all applications of MDS in the present work,
we use a Euclidean distance metric, although we are not particularly theoret-
ically committed to this metric in the domains we test.

2 It is possible to collect and apply MDS to partial matrices (Spence &
Domoney, 1974; de Leeuw & Mair, 2009), but researchers usually prefer to
collect a full matrix for each participant, as they provide more robust and
precise solutions (Giguère, 2006).
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The odd-one-out (or “triad”) test presents three items to a
participant and asks them to choose the item that is least sim-
ilar to the other two (which is equivalent to choosing the most
similar pair). The numerical estimate of similarity between
two items is then simply the percentage of trials in which
two items were paired together. One advantage of this task
over the pairwise method is that a triad provides more context
to a similarity judgment than a pair. For example, one may be
unsure how to rate the similarity of penguin and robin—at
least until one has seen other items or pairs—but one can
probably discern that penguin is the odd-one-out in a triad of
penguin-robin-canary without further context. The disadvan-
tage to the triad test is that it requires even more trials than the
pairwise rating method. The number of all possible triples,
n(n-1)(n-2)/6, grows cubically, which is too costly for all but
the smallest stimulus sets, leading researchers to use balanced
incomplete block designs (see MacDonald, Hout, & Schmidt,
2019) whereby each pair of items occurs in λ triads, where λ <
n-2 (if λ = n-2, all possible triads are tested). If λ = 1, the
number of trials is identical to the pairwise rating method,
but then each participant only provides a binary similar/
dissimilar judgment for each pair, and thus a continuous mea-
sure of similarity can only be obtained by the percentage of
trials in which two items were paired together across partici-
pants. Increasing λ allows more fine-grained similarity judg-
ments within-participants—each pair will have an integer
score between 0 and λ—but also increases the number of trials
beyond that of the pairwise rating method.

Before we consider one final classic measure of similarity,
we should note that there have been important recent devel-
opments related to the classic triad task (e.g., van der Maaten
& Weinberger, 2012; Wilber, Kwak, & Belongie, 2014; Wah
et al., 2014; Roads & Mozer, 2019; Zheng, Pereira, Baker, &
Hebart, 2019)3. First, new techniques have moved beyond
estimating similarity from the percentage of trials in which
two items were paired together. Second, there are generaliza-
tions of the triad task where participants are given a probe item
and are then asked to pick the n items among k reference items
most similar to the probe. Whereas the triad task provides, of
course, only one triplet of the type ‘A is more similar to B than
to C’, a single trial of this type provides n(n-k) triplets if the
selections are unordered, and n(n-k) + k-choose-2 if selections
are ordered. Even if n is only 2 and k is 5, this is six triads in
the former case and 16 triads in the latter. This is much more
information from a single trial that may not take much longer
than the typical triad task. We consider these advancements
more in the discussion.

Finally, the pile-sorting task presents all n items to a par-
ticipant simultaneously and asks people to sort them into piles
such that items in the same pile belong to the same category.
The percentage of participants placing a pair of items into the

same pile thus provides a continuous measure of the similarity
between that pair. The advantage of this technique is that, per
participant, it may be quicker than other tasks, requiring only n
judgments; one pile assignment for each item (although this
does not take into account the time participants must spend
considering the total stimulus set and mentally constructing
categories, which may be highly ad hoc). The first problem
with this technique is that it requires many participants to
obtain continuous scores. A related problem is that the
individual-level similarity data are simply much coarser than
that provided by other techniques, because each participant
only provides a binary same-category/different-category judg-
ment for each pair. This limits (or prohibits), for example, the
applicability of MDS techniques like INDSCAL (Carroll &
Chang, 1970), which require individual-level (dis) similarity
matrices in order to provide information about differences
across individuals.

To study similarity and its attendant phenomena more eas-
ily, researchers need cheap, reliable, and construct-valid
methods for collecting similarity data. Recent years have seen
development of many large-scale data sets, like word feature
norms (McRae, Cree, Seidenberg, & McNorgan, 2005;
Buchanan, Valentine, & Maxwell, 2019), word association
norms (De Deyne, Navarro, Perfors, Brysbaert, & Storms,
2019), word embeddings (Mikolov, Sutskever, Chen,
Corrado, & Dean, 2013; Wieting, Bansal, Gimpel, &
Livescu, 2015; Hill, Reichart, & Korhonen, 2015), and image
embeddings (Peterson, Abbott, & Griffiths, 2018) that could
be useful for deriving fine-grained, within-domain similarity
data of the kind that is entered into MDS. Other work (De
Deyne et al., 2009; Peterson et al., 2018) has evaluated the
applicability of some of these data sets for these and related
purposes (we return to these datasets and evaluations thereof
in the discussion). In this paper, we focus on an empirical
technique first developed by Goldstone (1994) and
repopularized recently by Hout, Goldinger, and Ferguson
(2013): the Spatial Arrangement Method, or SpAM.

The Spatial Arrangement Method for measuring
similarity

In SpAM, multiple items are simultaneously presented to a
participant on a computer screen, and the participant is
tasked with rearranging the items such that inter-item prox-
imities correlate with similarity. Each participant thus pro-
vides a dissimilarity matrix via the Euclidean distances be-
tween their item placements. This approach can be seen as an
inverse of the multidimensional scaling process, going from
the participant’s map to a matrix of dissimilarities, rather
than from dissimilarities to a map as in MDS. SpAM pre-
sents several advantages. First, it is intuitive for participants,
as it relies on the spatial nature in which people tend to
conceptualize similarity (Casasanto, 2008; Lakoff &3 We thank a reviewer for bringing these developments to our attention.
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Johnson, 1980; Shepard, 1987, 2004). Second, it is very fast,
as each movement of an item simultaneously adjusts its
proximity for all other items on the screen (n-1 items if all
items are presented simultaneously). We will see in our ex-
periments that a single SpAM trial of 20–30 items takes on
average 15% the time a full set of pairwise judgments takes.
Third, assuming all n items are presented on a single trial,
SpAM allows the participant to consider all n items simulta-
neously, and consequently to think about how the items in
aggregate are similar or different. This reduces the possibility
of the strategy shift over the course of a set of items that
pairwise judgments are susceptible to and provides context
that enables a faster “calibration” to the features that make
items appear similar or dissimilar. Similarly, when some
items are homonyms or polysemous (e.g., bank), the pres-
ence of other items in the SpAM trial (e.g., river or money)
can help to disambiguate the intended meaning. Finally,
SpAM provides graded, high-resolution information on sim-
ilarity (cf. pile sorting) that is only limited by the resolution
of the computer monitor.

SpAM has accordingly seen many applications since its
development 25 years ago, having been applied to letters
(Goldstone, 1994), faces (Busey & Tunnicliff, 1999; Levine,
Halberstadt, & Goldstone, 1996), images of “bugs” and
“wheels” (Hout, Goldinger, & Ferguson, 2013), animal words
(Hout, Goldinger, & Ferguson, 2013; Montez, Thompson, &
Kello, 2015), novel objects (Horst & Hout, 2016), nature and
architectural scenes (Berman et al., 2014; Kardan et al., 2015;
Coburn et al., 2019), the digits 0–9 (Godwin, Hout, &
Menneer, 2014), and even physical objects arranged on a table
(Perry, Samuelson, Malloy, & Shiffer, 2010). However, there
has been relatively little empirical investigation of SpAM’s
suitability as a method for collecting similarity data.
Goldstone (1994) showed that SpAM-derived similarities for
a set of upper-case A’s of varying fonts correlated highly with
pairwise similarities (Pearson r = .93, p < 10-5). Hout,
Goldinger, and Ferguson (2013) showed inter-item distances
for MDS solutions to pairwise method similarities and SpAM
distances for bugs, wheels, and animal words correlated mod-
erately to strongly (r = .44 to .96, p’s < .01). Such moderate to
strong correlations with pairwise similarity are encouraging,
to the extent that pairwise similarity judgments are a standard
and accepted method for collecting similarity data. However,
the pairwise similarity method is by no means the objectively
‘correct’method for measuring similarity, and thus we should
arguably not accept the notion that SpAM is only suitable to
the extent that it correlates with the pairwise method.
Arguably of equal (or greater) importance is establishing that
SpAM can recover a priori known, potentially high-
dimensional spaces. Accordingly, Hout, Goldinger, and
Ferguson (2013) also showed that MDS solutions derived
from SpAM recovered the dimensions along which their stim-
uli were intentionally constructed or selected; e.g., darkness,

number of legs, and pincer shape for bugs, or avian vs. non-
avian and land vs. water for animal words.

Though the preliminary evaluation of SpAM by Hout,
Goldinger, and Ferguson (2013) was encouraging, it should
not be assumed that SpAM should be universally adopted
simply because it is fast and intuitive. Indeed, Voorspoels,
Vanpaemel, and Storms (2016) critically reevaluated Hout,
Goldinger, and Ferguson’s (2013) data, and argued for a more
nuanced, cautious view of SpAM’s utility. One of their chief
arguments was that the two-dimensional plane on which
SpAM is conducted artificially imposes a structure on the
resulting data. This has downstream consequences insofar as
each individual can only properly communicate two dimen-
sions along which the stimuli may vary. This, Voorspoels et al.
(2016) argue, creates a bias that prevents the analyst from
revealing high dimensional (i.e., greater than 2D) structures
in their data. The authors also argue that SpAM’s efficiency is
overstated; Monte Carlo simulations suggest that in order to
obtain reliable ratings, more SpAM participants need to be
collected than would be required for pairwise similarity data.

Hout and Goldinger (2016) responded to Voorspoels et al.
(2016) in several ways. First, they pointed out that although
any individual can only perfectly represent two dimensions on
a single SpAM trial, more than two dimensions can be repre-
sented, albeit imperfectly (we return to this point in the dis-
cussion). More germane to the current study, Hout and
Goldinger (2016) point out that SpAM can reveal higher di-
mensional structures via ratings obtained by multiple partici-
pants if different participants attend to different features or
dimensions in the stimulus set. To help demonstrate this pos-
sibility, and presage some of our own analyses, we conducted
a reanalysis of the SpAM data for the 3d bugs stimuli of Hout,
Goldinger, and Ferguson (2013). We fit the aggregated SpAM
data with three-dimensional MDS and used Procrustes analy-
sis to align the resulting solution with the underlying space
from which the items were generated. Figure 1 displays these
aligned spaces. As can be seen, all three dimensions of the
stimuli—darkness, number of legs, and pincer shape—are
nearly perfectly recovered by the aggregated SpAM data.
Hout and Goldinger also found that when SpAM and pairwise
methods are equated for the amount of time required of par-
ticipants, SpAM actually predicts reaction times and accuracy
rates in a same-different judgment task of bugs and faces
better than do similarities from the pairwise method. That
said, Hout and Goldinger agree with Voorspoels et al. (2016)
that SpAM is likely not the universally superior method for
collecting similarity estimates and argue that a richer data set
is required to fully evaluate the quality of data obtained via
SpAM.

In particular, further evaluation of SpAM on conceptual as
opposed to perceptual stimuli is warranted. Of the above tests
and applications of SpAM, arguably only two concern proto-
typically ‘conceptual’ stimuli—the digits 0–9 of Godwin et al.
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(2014), and the two sets of animal words from Hout,
Goldinger, and Ferguson (2013)—and only the latter evaluat-
ed the psychometric qualities of SpAM; i.e., its intrinsic reli-
ability, convergence with conventional techniques (e.g., the
pairwise method), or ability to recover known spaces.
Indeed, Hout et al. themselves say “it is not apparent whether
SpAM is equally appropriate for conceptual and perceptual
similarity ratings” (p. 277). This is perhaps all the more sur-
prising given that Goldstone (1994), who originally proposed
and tested SpAM, anecdotally reported that participants’
SpAM data for a set of uppercase A’s tended to reflect “ab-
stract commonalities such as fancy letters and highly unusual
font” (p. 384). He therefore concluded that SpAMmay in fact
be more appropriate for measuring conceptual (or what he

called ‘cognitive’) rather than perceptual similarity. On the
other hand, typical conceptual stimuli may actually present a
particular challenge for the two-dimensional constraints of
SpAM given how rich words and concepts typically are. For
example, among the 4436 words in the feature norms of
Buchanan et al. (2019), participants listed on average 15 fea-
tures per word. Similarly, Richie, Zou, and Bhatia (2018)
showed that predictive accuracy of models regressing numer-
ical semantic judgments about words (e.g., tastiness of foods)
onto high-dimensional word embedding-based vector repre-
sentations of words only started to plateau with about ten
principal components (within, e.g., the embeddings for the
set of foods), suggesting that people were making their seman-
tic judgments on the basis of many (>>>2) dimensions of the

Fig. 1. MDS solutions of aggregated SpAM data, Procrustes-aligned to the underlying space from which the bugs stimuli were generated. a (top)
illustrates dimensions 1 (darkness) and 2 (number of legs). b (bottom) illustrates dimensions 1 and 3 (pincer shape)
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judgment target words. Similar results have been obtained for
predicting choices over movies and foods, using high-
dimensional vector representations derived from tags on
IMDB, and ingredients on www.allrecipes.com (Bhatia &
Stewart, 2018). At the same time, efficient collection of sim-
ilarity for words and concepts is crucial: theories about phe-
nomena from semantic priming (Hutchison et al., 2013) to
speech errors (Harley &MacAndrew, 2001) rely on similarity
between words, and techniques for deriving embeddings for
words from large language corpora are often evaluated on
their ability to predict similarity relations between words
(Hill et al., 2015). Overall, then, it is clear that measuring
similarity between words and concepts is important, but it is
as yet unknown whether SpAM is appropriate for this task.

The present study

Thus, in the present set of experiments, we set out to evaluate
SpAM’s suitability for measuring similarity among lexical,
potentially high-dimensional stimuli. We first do this with
words from eight different categories commonly used in stud-
ies of semantic cognition (Romney et al., 1993; De Deyne
et al., 2008). We (1) assess the split-half and participant-
pairwise inter-rater reliability of SpAM on these stimuli, (2)
investigate the correspondence between raw (unscaled)
SpAM and pairwise method similarities, and (3) compare
SpAM and the pairwise method’s ability to recover high-
dimensional spaces through a cross-validation exercise with
multidimensional scaling. In a second study, we collect SpAM
data for 60 personality traits, and (1) determine the preferred
dimensionality of these data in another cross-validation exer-
cise with MDS, and (2) use MDS and Procrustes analysis to
determine how well SpAM recovers previously obtained Big
Five personality factor scores. In the Supplemental Materials,
we report (1) SpAM’s efficiency relative to the pairwise meth-
od, (2) the correspondence between SpAM MDS solutions
and pairwise method MDS solutions, and (3) an alternative
test of SpAM’s ability to recover higher-dimensional spaces.

Study 1

Methods

Materials

We collected similarity data for eight categories: furniture,
clothing, birds, vegetables, sports, vehicles, fruit, and profes-
sions. Each category contained 20–30 words referring to cat-
egory members. Table 1 contains these words.Where possible
these items were selected to be as similar as possible to those
in the Leuven Concept Database (De Deyne et al., 2008)

which contains pairwise similarity judgments from Dutch-
speaking participants for these same categories.

SpAM

Participants We recruited 57 participants (mean age = 19.76,
63% female) from the student population of New Mexico
State University through SONA, the university’s research par-
ticipation system. Data from three participants were lost to
computer failures, yielding usable data from 54 participants.
All students were given partial class credit for their voluntary
participation.

Design A within-subjects design was selected, presenting all
stimulus categories to all participants in randomized order.
The rating of each set consisted of a single SpAM trial, with
all of the words from the specific category presented to the
participant.

Procedure Following informed consent, participants were
seated in an adjustable chair, in front of an ASUS HDMI
MHL high-definition monitor. Participants were informed that
we were interested in similarity between words and were giv-
en brief instruction on how to operate the computer for the
experiment (see Appendix A for full instructions). Participants
entered their age, whether they had corrected vision, their
gender, and then began the experiment.

The experiment, implemented in E-Prime (see
supplemental materials for code), consisted of eight trials,
one for each category of words. Trials were presented in ran-
dom order, with each trial consisting of a display broken into
three sections. In the center of the screen was the “arena”; the
area in which the words could bemoved around and organized
at distances proportional to their perceived similarity. The di-
mensions of the arena were 2100 by 2100 pixels, and it was
delineated by a clear, black border. Outside the arena was the
space (to the left and right of the arena) where the words were
first randomly placed in columns at the beginning of each trial.
Participants moved the items into the arena (using “click and
drag”) one at a time and were given as much time to arrange
the arena as they saw fit. When they were done arranging the
arena, they clicked on a “stop” sign in the bottom right-hand
corner of the screen. The trial could only be completed once
all the items had been moved into the arena; clicking on the
stop sign before that happened did not terminate the trial.
Once the items were moved into the arena and the stop sign
was clicked, participants were shown a text prompt, asking
them if they were done arranging the arena, if they needed
more time, or if they wanted to start over. If they indicated that
they were done, the data were recorded and participants
moved onto the next trial. If they indicated that they needed
more time, they were directed back to their SpAM arrange-
ment. If they indicated that they wanted to start over, the items
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were all moved back outside the arena and the trial was started
over again.

The experiment continued in this way until all trials were
completed, at which point the experiment ended and partici-
pants were thanked for their time and debriefed. Each partic-
ipant continued at their own pace, but the overall duration was
approximately 40 min.

Pairwise method

Participants We recruited 365 participants (mean age = 33
years, 55% female) through Prolific Academic. We limited
our data collection to participants who were from the U.S.
and had an approval rate above 80%. Participants were only
allowed to participate once and were paid approximately $10
per hour.

Design and procedure In contrast to SpAM, whose speed
affords a within-subjects design, for the pairwise method we
used a between-subjects design whereby participants were
randomly assigned to one of the eight categories—furniture
(N = 33), clothing (N = 61), birds (N = 54), vegetables (N =
30), sports (N = 61), vehicles (N = 28), fruit (N = 31), and
professions (N = 67). Twice as many participants were re-
quired for birds, clothing, professions, and sports because
each participant randomly assigned to those categories only
completed pairwise judgments for half of the items (a choice
we explain shortly).

For each category, after giving informed consent, partic-
ipants were instructed that we were interested in how people
judge similarity of word meaning; participants used a Likert
scale from 1 (not at all similar) to 7 (extremely similar) to
provide their ratings. They were given three examples of
words pairs (from categories not tested here) for each of

Table 1. The categories and items of the present study

Furniture Clothing Birds Vegetables Sports Vehicles Fruit Professions

bed beanie blackbird artichoke archery airplane apple accountant

bench belt canary asparagus badminton bicycle apricot actor

bookcase blouse chicken beans ballet boat banana architect

cabinet boots crow beet baseball bus blueberry baker

chair boxers cuckoo broccoli basketball car cherry butcher

clock bra dove cabbage billiards carriage coconut carpenter

cushion coat duck carrot boxing cart date cashier

desk dress eagle cauliflower chess helicopter grapefruit clerk

dresser gloves falcon celery cycling hovercraft grapes cook

footstool gown heron corn fencing jeep honeydew dentist

lamp hat magpie cucumber fishing motorcycle lemon doctor

mirror jacket ostrich eggplant golfing rocket melon educator

piano jeans owl lettuce gymnastics scooter olive fireman

radio mittens parakeet onion handball skateboard peach judge

rug overalls parrot potato hockey sled pear lawyer

sofa pajamas peacock radish judo submarine pineapple manager

stove panties pelican spinach rowing tractor plum minister

table pants penguin squash rugby trailer pomegranate pharmacist

telephone scarf pheasant tomato running train strawberry physiotherapist

vase shorts pigeon turnip sailing trolley tangerine pilot

skirt robin skiing truck watermelon plumber

sneakers rooster soccer van policeman

socks seagull squash postman

suit sparrow surfing psychologist

sweater stork swimming secretary

sweatshirt swallow tennis stewardess

tie swan volleyball teacher

tracksuit turkey walking veterinarian

tuxedo vulture

woodpecker
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three different levels of similarity: 7, 4, and 1. We then (1)
showed participants a page with the name of the category
they’d be rating along with each of the 20–30 words, (2)
indicated how many pairs in total they would be rating, and
(3) told participants they would be rating similarity in
blocks of at most 50 pairs on a single page. Our intention
behind showing participants the name of the category as
well as all the items was to help them calibrate their simi-
larity scale and think about the dimensions or features that
could distinguish these items as a whole. Similarly, having
50 pairs on a page would allow participants to calibrate their
response to one pair based on their responses to other pairs.
Our hope was that these design choices would mitigate pre-
vious concerns with the pairwise method whereby partici-
pants’ strategy for rating changes partway through the sur-
vey. After this preview of the survey, participants proceeded
to the first block.

Pairs of words were generated to cover all possible pairs
and such that every word occurred equally often in the first
position and the second position. Pairs were then randomly
assigned once (for all participants) to a block, and order of
pairs within block and order of blocks was randomized differ-
ently for each participant. For the categories birds, clothing,
professions, and sports, participants were randomly assigned
to only half of all the blocks, as completing all blocks would
have taken a prohibitive amount of participant time and in-
creased chances of burnout. After completing all blocks, par-
ticipants indicated their age and gender.

Results

First, we computed the reliability of our SpAM data in two
ways: via split-half reliability and the average correlation be-
tween pairs of participants. To compute split-half reliability,
we randomly split every category’s set of participants in half,
averaged over participants’ distance matrices within each half,
calculated the Pearson correlation between each half’s inter-
item distances, and applied the Spearman–Brown correction
(Brown, 1910; Spearman, 1910). We did this for 100 random
splits, yielding a distribution of correlations for each category.
Figure 2a contains boxplots of these distributions for each
category. As can be seen, split-half reliability was quite high,
with each category’s average corrected correlation above .90.
We then computed the pairwise reliability, or the Pearson cor-
relation between every possible pair of participant’s SpAM
distances. Figure 2b contains boxplots of these distributions
for each category. These values are much lower, with each
category’s average pairwise correlation below .15, reflecting
the fact that different participants perform the SpAM task
quite differently.

Next, we computed the Pearson correlation between
pairwise method similarities averaged over all participants,
and SpAM distances averaged over all participants. Figure 3

has scatterplots of average SpAM dissimilarities/distances
plotted against average pairwise method dissimilarities4 for
each category, with the Pearson correlation inset. These cor-
relations are high, averaging .71 (p’s < 10-26), but below the
split-half reliability of SpAM (again, above .90) and that of the
pairwise method (Pearson’s r with Spearman–Brown correc-
tion of .94), suggesting that SpAM and the pairwise method
measure largely, but not entirely, overlapping constructs of
similarity.

Finally, we conducted a cross-validation exercise with mul-
tidimensional scaling to determine the dimensionality latent in
our SpAM data5. We first averaged over participants to pro-
vide aggregate dissimilarity scores. We then conducted the
following procedure 500 times for each category and dimen-
sionality from 1 to 5 (inclusive). We randomly removed 20%
of the non-diagonal (self-dissimilarity) entries in the aggregate
SpAM dissimilarity matrix.We ensured that nomore than half
of the distances to a given word (i.e., values in a row or col-
umn) were removed, so that there was sufficient data to esti-
mate the coordinates of every item. Using the smacof package
in R (de Leeuw & Mair, 2009), we then fit MDS6 to this
ablated matrix (smacof handles missing data by assigning a
weight of 0 to those cells). Finally, we computed the Pearson’s
r correlation between (a) the Euclidean distances that the
resulting MDS solution predicted for the held-out 20% of
data, and (b) the true aggregated SpAM distances for the
held-out 20% of data. Figure 4a visualizes the resulting cor-
relations. Several (but not all) categories, like birds or profes-
sions, clearly seem to favor higher dimensional solutions. To
substantiate this, we conducted t tests comparing the predicted
vs. actual distances for the two-dimensional solution and the
higher-dimensional solution with the highest mean correla-
tion. Table 2 contains these results. As can be seen, every
category except vehicles favored at least a three-dimensional
MDS solution, suggesting that our aggregated SpAM data can
recover higher dimensional semantic spaces.

4 Pairwise method dissimilarities were simply obtained by subtracting empir-
ical average similarities from 7, the maximum similarity of our scale.
5 Often, users of multidimensional scaling will fit MDS at increasing dimen-
sionalities and examine the stress at each dimensionality in scree plots (Hout
et al., 2013b). One might look for the dimensionality at which stress stops
decreasing or look for an ‘elbow’ in the plot at which stress sharply declines.
The former approach is problematic because stress is guaranteed to decrease at
higher dimensionalities, as the MDS model has more degrees of freedom and
dissimilarities are invariably noisy. Thus, it is difficult to know if stress is
decreasing because the dissimilarity data reflect high dimensional structure,
or because of overfitting to noise. The latter approach of looking for elbows in
stress plots, on the other hand, is arguably too subjective. We thank a reviewer
for making these points and suggesting the cross-validation procedure. See
supplemental materials for stress plots and an alternative analysis used in a
prior version of this manuscript to determine the latent dimensionality of our
SpAM data.
6 Aside from the dimensionality of the solution, all hyperparameters were left
to their defaults, e.g., 1000 maximum iterations, a convergence criterion of
10-6.

Behav Res



We conducted the same cross-validation exercise with
participant-averaged pairwise data (after having transformed
pairwise method similarities into dissimilarities by subtracting
each average pairwise similarity rating from 7, the maximum
value on the similarity scale). Figure 4b contains barplots of
the predicted vs. actual correlations. Table 2 also contains the
results of t tests comparing two-dimensional solutions to the
higher dimensional solutions with the highest mean correla-
tion for a given category. Whereas SpAM favored higher-
dimensional solutions for seven of eight categories, pairwise
methods favored higher-dimensional solutions for only six of
eight categories. However, within those six, the pairwise

method favored higher-dimensional solutions than did
SpAM (e.g., for birds, SpAM favors three dimensions where-
as pairwise favors five dimensions).

Discussion

In study 1, we reported three key findings:
First, SpAM dissimilarities averaged over participants cor-

related strongly (average r = .71) with pairwise method sim-
ilarities averaged over participants, but below each method’s
internal split-half reliability (r’s > .9). This suggests that
SpAM and the pairwise method measure largely overlapping

Fig. 2. a Split-half reliabilities for SpAM. b Average pairwise correlations for SpAM
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Fig. 3. Scatterplots of raw
pairwise dissimilarity (x-axes)
against raw SpAM dissimilarities
(y-axes). Insets are Pearson
correlations
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constructs of similarity even in potentially high-dimensional,
lexical stimuli. This is encouraging to the extent that pairwise
Likert-scale ratings are a standard, accepted measure of simi-
larity whose ability to recover higher-dimensional spaces is
not questioned, even though we do not argue that the pairwise
method should be the “gold standard,” per se. Further study is
needed to understand why SpAM and pairwise method simi-
larities correlate with each other below each method’s internal
reliability. One reason may be that we tested slightly different
populations for the pairwise method (Prolific Academic par-
ticipants of all ages from all over the US) and SpAM (under-
graduates at a university in the southwestern US); althoughwe

suspect this only explains a small portion of the discrepancy.
For now, we believe it is important to evaluate this imperfect
correlation in light of Hout, Goldinger, and Ferguson’s (2013)
correlation analysis (Table 1, p. 262) of the inter-item MDS
distances for three-dimensional bugs and wheels derived from
different similarity techniques. Hout et al. found that SpAM
and traditional pairwise methods, where each pair is presented
in isolation, were only moderately correlated: r = .44 for
wheels and r = .53 for bugs. However, the “total-set” pairwise
method, wherein all pairs are presented simultaneously (sim-
ilar to how we collected pairwise judgments here), also only
correlated with traditional pairwise at a moderate level: r = .44

Fig. 4. Cross-validation results for SpAM (a, left), and pairwise method (b, right) similarities under MDS solutions of increasing dimensionalities
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for wheels and r = .53 for bugs. Thus, even seemingly minor
differences between tasks (the number of items presented at
once in pairwise and total-set pairwise) can drastically reduce
the correspondence between them. We believe the strong cor-
relation between our SpAM and pairwise data is thus all the
more impressive.

Second, a cross-validation exercise with multidimensional
scaling fits at increasing latent dimensionalities suggested that
aggregated SpAM data favored higher (> 2) dimensional so-
lutions for seven of our eight categories. The same exercise
with pairwise method similarities favored higher-dimensional
solutions for only six of eight categories. However, within
those six, the pairwise method favored higher-dimensional
solutions than did SpAM. Thus, SpAM is not uniformlyworse
than the pairwise method in recovering higher-dimensional
spaces. The more important point, however, is that this pro-
vides the first clear evidence that, despite the two-dimensional
imposition of a single SpAM trial, aggregating over multiple
SpAM trials can recover higher-dimensional lexical-semantic
spaces.

Our third result, that SpAM data contain low participant-
pairwise reliability but high split-half reliability, shows how it
is possible for SpAM to extract semantic representations that
are, in the aggregate, high-dimensional, and reliable. That is,
extreme variability in how individual participants perform the
SpAM task, rather than being a hindrance, is precisely how
high-dimensional representations can be obtained in the ag-
gregate (Hout, Goldinger, & Ferguson, 2013; Hout &
Goldinger, 2016). In particular, while SpAM arguably encour-
ages any given individual to appreciate only two dimensions
of the stimulus set (unless they treat the SpAM arena as a non-
linear manifold; see discussion), different people may choose
different dimensions of the stimulus set, whether by chance or
because they in fact weight those aspects/features to different

degrees. For instance, if subject 1 appreciates dimensions A
and B, subject 2 appreciates dimensions B and C, and subject
3 appreciates dimensions C and A, the aggregate SpAM data
can reflect all three dimensions A, B, and C equally. At the
same time, high split-half reliability is achieved because the
number of dimensions of variability in a stimulus set are, of
course, finite, and two sufficiently large samples of partici-
pants will tend to have sampled the same dimensions many
times over (even if a random pair of participants tend not to
sample the same dimensions).

Overall, then, study 1 suggests that aggregated SpAM data
are reliable, correspond closely with the well-established
pairwise method, and, crucially, can reveal higher-
dimensional semantic structures, despite the two-
dimensional limitations of a single SpAM trial.

Study 2

The cross-validation exercises we reported in study 1 provide
support for the idea that (aggregated) SpAM data can recover
high-dimensional semantic spaces. However, as we men-
tioned in the Introduction and illustrated in Fig. 1, another
way to demonstrate SpAM’s ability to recover high-
dimensional spaces is to examine the extent to which aggre-
gated SpAMdata can recover a priori known spaces. One such
thoroughly characterized domain of the lexicon is personality
trait adjectives, which are theorized to adhere to the so-called
Big Five factor structure, also known as the OCEANmodel of
traits (John & Srivastava, 1999; John, Naumann, & Soto,
2008). According to this model, personality trait adjectives
(and people’s personalities) primarily vary on five dimensions
or factors: openness to experience, conscientiousness, extra-
version, agreeableness, and neuroticism. This model has a

Table 2. Cross-validation results for study 1

SpAM Pairwise method

Best-performing
dimensionality

p value vs.
2d solution

Average out-of-sample correla-
tion for best dimensionality

Best-performing
dimensionality

p value vs.
2d solution

Average out-of-sample correla-
tion for best dimensionality

Birds 3 8.8E-95 0.58 5 2.7E-53 0.62

Clothing 5 3.6E-25 0.65 5 3.1E-156 0.7

Fruit 3 1.4E-02 0.35 2 n/a 0.54

Furniture 3 1.4E-07 0.59 2 n/a 0.49

Professions 4 1.0E-230 0.66 5 2.2E-38 0.49

Sports 3 1.6E-03 0.49 3 2.1E-16 0.51

Vegetables 4 5.2E-04 0.38 5 8.5E-02 0.48

Vehicles 2 n/a 0.73 5 4.0E-155 0.75

Average 3.38 2.3E-03 0.55 4 1.4E-02 0.57

Median 3 1.4E-07 0.58 5 1.1E-38 0.52
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long history and empirical basis (Goldberg, 1990, 1993; John
& Srivastava, 1999; John et al., 2008), largely in factor anal-
yses or principal component analyses of participants’ self- or
other ratings of large numbers of personality trait adjectives
(e.g., Ashton, Lee, & Boies, 2015). One output of such anal-
yses is factor or component loadings for each personality trait
adjective—the extent to which each personality trait adjective
scores high or low on each of the Big Five dimensions. Thus,
our primary goal in study 2 was to test whether aggregated
SpAM data could recover these Big Five factor scores from a
set of personality trait adjectives.

Method

Materials

We obtained Big Five factor scores for 435 personality trait
adjectives from Ashton et al., (Ashton et al., 2015). To obtain
a sample that was (a) small enough to complete in a single
experimental session, yet (b) maximally spanned the Big Five
factor space, we employed the following procedure. We (1)
randomly sampled 60 personality traits7, (2) fit a PCA to their
Big Five factor scores, (3) determined the percentage of var-
iance each of the five components accounted for, and (4) com-
puted the entropy among the distribution of variance ex-
plained from (3). We repeated this procedure 100,000 times
and took the random sample of traits with the maximum en-
tropy in the distribution of explained variance. This ensured
that the Big Five factors were maximally orthogonal in our
sample. However, some of the traits in this sample struck us as
somewhat less frequent and potentially unfamiliar to partici-
pants: patronizing, flippant, candid, and flighty. Thus, we re-
placed these words with one of their nearest Euclidean neigh-
bors in the factor space: cruel, childish, independent, and friv-
olous, respectively8. The final list of 60 traits can be found in
Table 3.

SpAM

The SpAM procedure adopted here was largely consistent
with that of study 1 but had to be adapted to accommodate
the much larger set of stimuli employed in study 2. Sixty trait
words is too many items to present to a participant simulta-
neously (as was done with the smaller stimulus sets in study

1). Presenting so many at once may overwhelm a person’s
ability to appreciate the similarity relationships among the
items, and also limits the amount of space in which the items
can be arranged. As such, subsets of the stimuli were shown to
each participant across multiple SpAM trials in the following
manner (see Coburn et al., 2019, and Horst & Hout, 2016, and
Berman et al., 2014, Kriegeskorte & Mur, 2012 for similar
procedures).

On each trial, 25 different words were shown to the partic-
ipant, randomly arranged in four columns of six to seven
evenly spaced items. Display characteristics were identical
to study 1; participants also used the mouse to drag-and-
drop the words just like in study 1, and clicked the stop sign
to terminate each trial. The full set of instructions is shown in
Appendix B. The main difference in procedure here was that
rather than switching to a new category of items after each
trial, the participant was simply shown a different subset of the
60 trait words across a set of ten total SpAM trials. This pro-
cedure ensured that each word was paired with every other
word at least (but sometimes more than) once. Thus, each
participant provided a complete similarity matrix for the set
of 60 words.

Selection of words across trials was not random. Instead,
we controlled subset selection (i.e., the choice of which 25 of
the 60 possible words were selected on any given trial) by
employing a stimulus selection algorithm designed to mini-
mize the number of blocks in an incomplete block design like
the one adopted here (MacDonald et al., 2019). Specifically,
the algorithm was employed here to minimize the number of
trials that would be needed to ensure all possible pairings of
words occurred on at least one trial. For most combinations of
total stimulus set size and subset size, a list of “blocks” does
not exist in which each pair of items is presented once and
only once (see Discussion in MacDonald et al., 2019). As
such, in our adopted design, some items were paired with
others on more than one trial, leading to multiple observations
per “cell.” To balance out such redundancies across partici-
pants, words were randomly assigned numeric identifiers in
the algorithmic block set. This ensured that each participant
saw each pair of words together at least once across the ten
trials, but also ensured that different participants were present-
ed with different redundancies in the pairings.

Familiarity Check

After the SpAM instructions and prior to actually performing
the similarity rating task, we checked to make sure that our
participants were familiar with each of the 60 trait words they
were about to be shown. Across 60 randomly presented trials,
participants were shown one of the trait words and were asked
“Do you feel familiar enoughwith the following word (below)
to indicate its similarity to other words?” Participants indicat-
ed ‘yes’ or ‘no’ using the ‘y’ and ‘n’ keys on the keyboard,

7 We sampled more items here (60) than in study 1 (20–30 per category) as we
suspected it would be difficult to recover a five-dimension solution with only
20–30 stimuli (a suspicion confirmed by the cross-validation results of study
1). It has also been shown that MDS solutions with larger stimulus set sizes
tend to be more deterministic, particularly at higher dimensionalities (Hout,
Cunningham, Robbins, & MacDonald, 2018).
8 These words are of course not synonyms, per se, of their less familiar coun-
terparts. What was more important was that the more familiar replacement
word not reduce the latent dimensionality of the sample. By choosing nearest
neighbors, the latent dimensionality shouldn’t change much.
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respectively. Once they had indicated their familiarity with all
60 trait words, they proceeded to the SpAM trials.

Results

Participants reported knowing an average of 53 and a median
of 54 out of 60 traits. We therefore decided not to exclude any
participants from further analysis.The primary test of our
SpAM data on personality traits was whether they recovered
previously obtained Big Five factor scores. To this end, we
first averaged SpAM distances between every pair of words,
over all trials, yielding a single, aggregate 60-by-60 Euclidean
distance matrix. We then submitted this dissimilarity matrix to
the smacof MDS algorithm in the scikit-learn library
(Pedregosa et al., 2011), setting the dimensionality to 5, and
using the other default hyperparameters (metric MDS; trying
four random initial configurations and taking the solution with
the minimum stress; a maximum of 300 iterations of the algo-
rithm; stopping the algorithm if stress fell within a tolerance of
.001). We then applied Procrustes analysis to the resulting
five-dimensional coordinate solution and to the Big Five fac-
tor scores for our 60 words, to find the translation, scaling, and
rotation of the MDS solution that best aligned it with the Big
Five factor space. Figure 5 displays scatterplots and Spearman
correlations (and p values) of each of the five factor scores
against its corresponding Procrustes-transformed dimension
of the MDS space. As can be seen, the aggregated SpAM data
reproduce the Big Five factor space very well; the Big Five
factors correlate with the Procrustes-transformedMDS dimen-
sions between .71 (Openness to Experience) and .91
(Agreeableness), with an average of .81 (all p’s < 10-9).

We also subjected our aggregated SpAM data on personal-
ity traits to the same cross-validation exercise as in study 1.
See Fig. 6 for barplots of out-of-sample correlations for di-
mensionalities from 1 to 8. Again, higher-dimensional solu-
tions (> 2) were favored. Four- and five-dimensional solutions

have very similar out-of-sample performance, with correla-
tions of r = .7659 and r = .7662, respectively (t(998) = .22,
p = .81). Both dimensionalities are superior to all other tested
dimensionalities (all t(998) > 4.67, all p’s < 10-6).

Discussion

In study 2, we demonstrated that aggregated SpAM data can
recover an a priori known, high-dimensional latent semantic
structure: the Big Five factor structure of personality trait ad-
jectives. We also showed through the same cross-validation
exercise as study 1 that aggregate SpAM data for personality
trait adjectives reflect a four- or five-dimension structure, con-
sistent with much previous research on the structure of the trait
lexicon (Ashton et al., 2015; John & Srivastava, 1999).

These results also extend previous work using measures of
similarity to uncover the structure of the trait lexicon. In one
classic study, Rosenberg, Nelson, and Vivekananthan (1968)
asked participants to “put those [64] traits which tend to go
together in the same individual into the same category” (p.
285). Using multidimensional scaling and regressing external
ratings of trait words onto the MDS coordinates, Rosenberg
et al. determined that traits primarily varied on social good-
bad and intellectual good-bad axes, what are now referred to
as the warmth and competence dimensions of the stereotype
content model of social perception (Cuddy, Fiske, & Glick,
2008). Here, we extend this line of work to a more complex
model of social and personality representation (the Big Five),
but also note the subtle difference in the tasks put before our
participants and those of Rosenberg et al. (1968): we asked
our participants to report similarity of traits, while Rosenberg
et al. asked participants to report their co-occurrence. In gen-
eral, of course, these are not the same things: ‘burger’ and
‘fries’ co-occur regularly but are not exactly similar (cf. ‘bur-
ger’ and ‘sandwich’, which are arguably more similar).
Similarity and co-occurrence seem to dissociate somewhat in

Table 3 Personality trait adjectives for study 2

Touchy Self-conscious Anti-social Ethical Cheerful

Sentimental Daring Superstitious Inefficient Introspective

Scatterbrained Sensual Messy Approachable Impersonal

Animated Relaxed Flexible Unsophisticated Know-it-all

Cautious Cowardly Impartial Humble Well-read

Deep Conscientious Strict Well-mannered Critical

Cunning Intuitive Complex Smart Knowledgeable

Skeptical Expressive Bright Melodramatic Emotional

Bossy Independent Heartless Impressionable Uninhibited

Cruel Cynical Self-disciplined Observant Ill-mannered

Ignorant Frivolous Domineering Trustworthy Childish

Jealous Tough Sociable Short-tempered Untidy
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traits as well. For example, in Rosenberg et al.’s data, “scien-
tific” and “persistent” have high co-occurrence, and are near
each other in the MDS solution, but these two traits are not
near-synonyms (a similar pattern obtains with ‘happy’ and

‘popular’). Moreover, Rosenberg’s method of data collection
is arguably more similar to the self-report or other-report rat-
ings of trait adjectives that were collected by Ashton et al.
(2015) to generate the five-factor solution we recovered—

Fig. 5. Scatterplots of Big Five factor loadings for personality trait adjectives against MDS dimensions from aggregated SpAM data Procrustes-aligned
to the Big Five factor space

Behav Res



the correlations between trait ratings (which are exploited by
factor analysis) encode the degree of co-occurrence between
traits across individuals. Thus, we believe it is striking that,
when asked to provide information about similarity and not
co-occurrence, the Big Five space still appears.

General Discussion

Similarity data are useful for a variety of applications in cog-
nitive science, yet prominent methods for collecting similarity
data are often time-consuming or otherwise flawed. Here, we
evaluated the Spatial Arrangement Method (SpAM;
Goldstone, 1994; Hout, Goldinger, & Ferguson, 2013) as ap-
plied to the collection of similarities between words, stimuli
whose high-dimensionality could have, in principal, stymied
the two-dimensional nature of SpAM. We have several key
results. First, for eight common categories of words, raw
SpAM distances correspond with raw pairwise method simi-
larities strongly (average r = .71), suggesting that the two
techniques measure largely overlapping constructs of similar-
ity even with high-dimensional lexical-semantic stimuli.
Second, we showed that SpAM can in fact reliably recover
higher-dimensional spaces. We demonstrated this both with a
cross-validation exercise, selecting the MDS dimensionality
that best predicted held-out SpAM dissimilarities (studies 1
and 2), and by using an MDS solution applied to SpAM data
to recover an a priori known high-dimensional semantic struc-
ture, the Big Five factor structure of personality traits (study
2). Finally, we found that SpAM can reliably recover high-
dimensional MDS spaces by virtue of different participants
attending to different dimensions of a set of items (as
hypothesized by Hout, Goldinger, & Ferguson, 2013, and
Hout & Goldinger, 2016).

Our results potentially alleviate some of the concerns about
the validity of SpAM raised by Voorspoels et al. (2016). As
Hout and Goldinger (2016) argued in their reply article, we
found here that SpAM is indeed suitable for high-dimensional
spaces. In supplementary analyses, we also provide evidence
that, contrary to Verheyen’s claims that the task of moving an
item in relation to all other n-1 items ought to be taxing and
thus introduce noise and decrease reliability, SpAM is more
reliable than the pairwise method when controlling for time to
collect data. We agree with Hout and Goldinger’s (2016) sug-
gestion that, to the contrary, SpAM is easy to use because (1) it
taps into the intuitive spatial metaphor for similarity and rep-
resentation (Casasanto, 2008; Lakoff & Johnson, 1980;
Shepard, 1987), and (2) it allows people to perceive and con-
sider all items and their dimensions of variability
simultaneously.

Limitations

Although we suggest that SpAM can recover more than two
dimensions in aggregate MDS solutions because different par-
ticipants choose to focus on different pairs of dimensions in
their individual SpAMmap, we do acknowledge that the two-
dimensional nature of SpAM is likely a major factor for why
SpAM correlates with the pairwise method imperfectly. In
particular, it seems likely that, for a given domain, some di-
mensionsmay bemore salient or meaningful than others, even
if only slightly so. If participants’ choice of dimensions to
attend to is a (nearly) deterministic function of salience, then
all but the two most salient dimensions will tend to be
neglected in most SpAM trials. This will be most problematic
if the salience/importance of the dimensions is more or less
uniform, such that the two most salient dimensions are only

Fig. 6. Cross-validation results for personality trait adjectives under MDS solutions of increasing dimensionality
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barely the most salient. It is possible, in this case, for the
majority of the perceived (salience-weighted) variance in the
domain to go unmeasured in the aggregate SpAM data. This is
not as problematic for the pairwise method, where participants
can in principal (up to limits on attention and working mem-
ory, and subject to noise) give a similarity rating which is
perfectly reflective of more than two dimensions. It may be
useful to developmodels of human performance in SpAM and
pairwise similarity tasks which would enable more precise
predictions of when the two methods would converge and/or
accurately recover true underlying spaces via MDS (or other
techniques), and hence when SpAM is an acceptable measure
of similarity. Presumably these predictions would depend on
parameters for, e.g., the underlying dimensionality of a space,
the distribution of attention/salience across dimensions, the
degree of determinism of choice of dimensions in SpAM,
the noise in a SpAM placement or pairwise method Likert-
scale response, and so forth.

It is important to note that, although in the current studies
we treated SpAM as if a single trial can only encode two
dimensions, it is actually possible for a single SpAM trial to
encode more than two dimensions, albeit imperfectly.
Figure 7, reproduced from Hout and Goldinger (2016),

illustrates this possibility. This exemplifies a so-called nonlin-
ear manifold (which is also what the t-SNE dimensionality
reduction technique produces), in contrast to the Euclidean
space that we have typically assumed of our SpAM data9.
Participants may be using the SpAM arena in this way, but it
is unclear to us how an analyst would detect and exploit this
structure in an automatic way. Therefore, unless this problem
can be solved, treating data from a single SpAM trial as two-
dimensional may be unavoidable, and it may actually be wise
to discourage participants from treating the space as a non-
linear manifold, and instead encourage them to think of two
dimensions along which the items vary, as we did in study 2.

Another potential concern with SpAM—which is not
unique either to perceptual vs. conceptual or low-vs. high-
dimensional stimuli—is that SpAM enforces certain spatial
constraints on similarity relations which may not hold in em-
pirical human similarity judgments collected via, for example,
the pairwise method or same/different judgments (Goldstone,
1994; Voorspoels et al., 2016; Tversky, 1977). For example,
spatial models of similarity like SpAM predict symmetric
similarity: the distance and therefore dissimilarity from A to

Fig. 7. A SpAM trial of animals that conveys information about four
dimensions. The main two dimensions distinguish mammals (top) from
birds (bottom) and wild (left) from domestic (right). Within each

quadrant, animals are also arranged according to size (y-axis) and
whether they are commonly eaten by people (x-axis)

9 We thank a reviewer for making this connection.

Behav Res



B must be the same as that from B to A. Yet there is some
evidence that this constraint does not hold in empirical mea-
sures of similarity; Tversky (1977), for example, found that
people judged North Korea to be more similar to China than
vice versa. Other constraints of traditional spatial models, like
the triangle inequality [distance(A,B) + distance(B,C) > =
distance(A,C)] and minimality [distance(A,B) > =
distance(A,A) = 0], have also been violated in empirical sim-
ilarity data. However, it is not altogether clear that all these
violations of spatial models are replicable (see ManyLabs 2
for a failure to replicate asymmetric similarity judgments with
a high-powered sample; Klein et al., 2018) or not unique to
particular tasks (violations of minimality such that
distance(A,A) > 0 may be unique to same/different and cate-
gorization judgment tasks and the identification processes
they invoke) or types of stimuli (perceptual stimuli rather than
conceptual/lexical stimuli)10. Nor is it clear that more sophis-
ticated spatial models are unable to overcome these violations
(Krumhansl, 1978; Nosofsky, 1991). Overall, we take a view
similar to that of Goldstone (1994): given the strong correla-
tion between our SpAM data and our pairwise method data,
the constraints imposed by a spatial approach to similarity do
not appear to be violated too strongly. In other words, we still
view SpAM as an acceptable measure of similarity (particu-
larly in light of its efficiency and intuitiveness), despite its
spatial constraints.

Future directions

That said, more work should be done to verify SpAM’s
suitability as a method of collecting similarity data. First,
there are other high-dimensional stimulus domains re-
searchers could attempt to recover with SpAM. For exam-
ple, Nosofsky, Sanders, Meagher, and Douglas (2018) pro-
vide pairwise method similarity judgments for 360 natural-
istic images of rocks, as well as direct ratings for 18 dimen-
sions involving visual characteristics of the rocks (e.g.,
lightness of color, grain size, roughness). They conclude
that the similarity structure in their rocks is well character-
ized by an eight-dimensional MDS solution. We are cur-
rently investigating the extent to which SpAM can also
adequately characterize this high-dimensional perceptual
space.

Second, SpAM ought to be tested on its ability to predict
important cognitive processes and behaviors. For example,
and as discussed earlier, Hout, Goldinger, and Ferguson
(2013) found SpAM predicted same/different judgment reac-
tion times and errors approximately as well as the pairwise

method. Such a test may not make sense for lexical stimuli,
but tests like predicting typicality judgments, the strength of
semantic priming, or strength of association may be more
suitable. With the advent of large-scale semantic priming
(Hutchison et al., 2013) and free association (De Deyne
et al., 2019) data sets, such tests should be feasible.
Similarly, one could conduct a category learning experiment
with known words, wherein a participant must learn ad hoc
categories (for example, ‘red fruits’ vs. ‘all other fruits’), and
fit the data to the Generalized Context Model with item rep-
resentations derived from SpAMMDS and from, for example,
pairwise method MDS. If SpAM is a valid method of
collecting similarity data among words, a GCM fit to SpAM
MDS data ought to predict categorization behavior at least as
well as a GCM fit to pairwise method MDS data. Further, the
ability of an MDS solution to predict external behavior is
another measure of the fitness of a spatial representation of
particular dimensionality (Verheyen, Ameel, & Storms,
2007). This approach could be used to further test SpAM (or
another technique’s) ability to recover higher-dimensional
structures.

Third, SpAM could be compared to other emerging tech-
niques for measuring similarity and producing latent represen-
tational spaces. In Best-worst scaling (BWS), for example,
participants are given a set of N (usually four but perhaps
optimally six; Hollis, 2019) items and are asked to pick the
most superior and most inferior items along some dimension
(Louviere, Flynn, & Marley, 2015; Hollis, 2018; Hollis &
Westbury, 2018). Such a trial is efficient in that these two overt
choices implicitly produce 2N—3 ordinal comparisons
(which can be converted to continuous scores on the
relevant dimension with various scoring algorithms; Hollis,
2018). Indeed, BWS is emerging as an accurate, efficient al-
ternative to Likert scales for collecting semantic judgments:
the SemEval-2012 shared task for natural language processing
(Jurgens, Turney, Mohammad, & Holyoak, 2012) used BWS
to collect judgments about a variety of semantic relations be-
tween pairs of words, including similarity (although their
stimuli did not cover all pairs of items in a category like we
did here)11. As it turns out, BWS is actually closely related to
the—apparently independently developed—generalizations
of the triad task we mentioned in the Introduction, where
participants are given a probe item, and are asked to pick the
n items among k reference items most similar to the probe (we
will abbreviate such triad task generalizations as TTG). Both

10 To put a finer point on this, it seems obvious that in, for example, unspeeded
pairwise similarity judgments of words, participants would rate the dissimilar-
ity of, say, ‘cat’ and ‘cat’ to be 0.

11 Interestingly, both Best-worst scaling and the multi-trial variant of SpAM
involve multiple trials of overlapping subsets of the items, but best-worst
scaling collects only ordinal information for each trial (the best and the worst
items) and multi-trial SpAM collects continuous information. Each trial in
BWS is thus faster but collects less information, and each SpAM trial is slower
but collects more information. Future work might compare these techniques to
see if one technique, via its particular speed–information trade-off, reaches
greater overall efficiency, reliability, and accuracy.
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techniques provide many ordinal similarity relations from just
a few overt selections of (dis) similar pairs of items from
among a larger set of pairs of items12. These techniques, and
the various ways of using their trial information to infer a
latent representation (van der Maaten & Weinberger, 2012;
Wilber et al., 2014; Wah et al., 2014; Roads & Mozer, 2019;
Zheng et al., 2019), could be compared to SpAM in terms of
their ability to efficiently recover known spaces and/or predict
external behavior in, e.g., a category learning task like the one
we described above.

A study that would simultaneously cover all the major fu-
ture directions we have mentioned so far would compare rep-
resentational spaces derived from SpAM, BWS, and/or TTG,
and the pairwise method in their ability to efficiently (a) recov-
er the directly rated dimensions of the Nosofksy et al., (2018a)
rock stimuli, and/or (b) predict category learning behavior in
these stimuli (data which have already been collected;
Nosofsky, Sanders, &McDaniel, 2018).Which method, when
holding participant time to collect similarity data constant,
best recovers the directly rated rock dimensions and best pre-
dicts the category learning behavior? We believe that such a
test, which directly evaluates the claims of efficiency made of
SpAM and other techniques, will be critical.

Finally, the type of similarity data we have collected here
(i.e., collecting judgments between pairs of co-hyponyms in
various categories) may also be used to evaluate certain
large-scale lexical-semantic resources. For example, large-
scale feature norms for words (McRae et al., 2005;
Buchanan et al., 2019), word association norms (De Deyne
et al., 2019), and word embeddings (Mikolov et al., 2013;
Wieting et al., 2015) can all be used to derived similarity
estimates between pairs of words. As we mentioned in the
Introduction, some of these large-scale datasets have already
been evaluated for their ability to predict similarity judg-
ments between words, on datasets like SimLex-999 (Hill
et al., 2015), which contains 999 similarity estimates collect-
ed via the pairwise method. This dataset and related ones
have clearly been useful, as word embeddings that perform
more accurately on SimLex-999 typically perform better on
downstream natural language-processing tasks like lexical
text simplification (Ponti, Vulić, Glavaš, Mrkšić, &
Korhonen, 2018). However, SimLex-999 and datasets like
it contain word pairs from the entire lexicon, rather than
pairwise judgments between all possible pairs in a specific
category like furniture or fruit. Thus, performing well on,
e.g., SimLex999, does not require modeling the fine-grained,
within-category similarity relations that we investigate here.
A clear future direction, then, is testing these and other
methods on the arguably more challenging SpAM or
pairwise method data we have collected here (a challenge
that Small World of Words association norm creators De
Deyne, Navarro, Perfors, Brysbaert, & Storms, 2019 in fact
also called for).

Conclusions

Such ‘downstream’ tests of SpAM’s ability to predict other
cognition and behavior may be more important for evaluating
SpAM than merely correlating SpAMwith the pairwise meth-
od, or determining whether SpAM can recover higher dimen-
sional spaces. In fact, questioning whether and when SpAM,
or any other method, is an acceptable approximation to the
pairwise method presumes that the pairwise method is the
“gold standard” for collecting similarity data (as argued by
Voorspoels et al., 2016). For the reasons outlined in the
Introduction and elsewhere (Hout, Goldinger, & Ferguson,
2013, Hout & Goldinger, 2016), it is not clear to us that the
pairwise method deserves this status for any reason other than
mere historical precedent. We prefer the perspective that no
method provides a perfect measurement of underlying con-
structs of similarity or representation, and rather that each
method comes with its own strengths and weaknesses, and
accordingly situations where it is more or less appropriate.
SpAM, for example, may be more appropriate in situations
where the experimenter wants a participant to provide similar-
ity data and perform another task like category learning, all in
the same session. When the category is of nontrivial size, the
pairwise method’s relative inefficiency may make it impossi-
ble to pair with another task. In such cases, we suggest SpAM
is a cheap and reliable tool for collecting similarity data, even
among high-dimensional stimuli like words.
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io/d7fm2/. Code for the present analyses can be obtained by
emailing the first author. Experiments and analyses were not
pre-registered.
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Appendix A

(Screen 1):

In this experiment, you will be shown sets of words, between
20 and 30 at a time. We need to know how similar you think
these words are to one another.

Your job is to move each word around so that the similar
ones are proportionately closer together. That is, you should
move them into space such that the distance between each pair
of items represents how similar you think the pair is (with
closer in space meaning more similar, and farther away in
space meaning more dissimilar).
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You can move the words by simply click/dragging
them. If the words seem similar, place them close togeth-
er, if they seem dissimilar, place them farther away from
each other.

(Screen 2):
Two words are synonyms if they have very similar mean-

ings. Synonyms represent the same type or category of thing.
Here are some examples of synonym pairs:

* cup / mug
* glasses / spectacles
* envy / jealousy
(Screen 3):
In practice, word pairs that are not exactly synonymous

may still be very similar. Here are some very similar pairs –
we could say they are nearly synonyms:

* alligator / crocodile
* love / affection
* frog / toad
(Screen 4):
In contrast, although the following word pairs are related,

they are not very similar. The words represent entirely differ-
ent types of things:

* car / tire
* car / motorway (highway)
* car / crash
(Screen 5):
As a reminder, in this experiment, you will be shown

sets of words, between 20 and 30 at a time. We need to
know how similar you think these words are to one
another.

Remember: things that are related are not necessarily
similar. If you are ever unsure, think back to the examples
of synonymous pairs (e.g., glasses / spectacles) and con-
sider how close the words are (or are not) to being
synonymous.

To indicate your perception of similarity, you will move
each word around so that the similar ones are proportionately
closer together. That is, you shouldmove them into space such
that the distance between each pair of items represents how
similar you think the pair is (with closer in space meaning
more similar, and farther away in space meaning more
dissimilar).

If the words seem similar, place them close together, if they
seem dissimilar, place them farther away from each other.

(Screen 6):
Note, to complete the trial, all items must bemoved into the

"active arena," the large central box.
When you are finished arranging the space, click on the

little NEXT arrow sign in the bottom right-hand corner of
the screen.

The experiment will consist of only 8 "trials," so please be
as accurate/precise as possible when placing the objects, rather
than trying to speed through.

Appendix B

(Screen 1):
In this experiment, we are interested in how people think

about personality traits, and in particular, which traits are sim-
ilar to other traits. In the subsequent screens, you will be
shown 60 words referring to personality traits. We need to
know how similar you think these words are to one another.

Your job is to move each word around so that the similar
traits are proportionately closer together. That is, you should
move them into space such that the distance between each pair
of traits represents how similar you think the pair is (with
closer in space meaning more similar, and farther away in
space meaning less similar).

You can move the words by simply click/dragging them. If
the words seem similar, place them close together, if they
seem dissimilar, place them farther away from each other.

You will be doing this ten times on ten separate screens,
with a different set of 25 traits each time (although the 25 are
always drawn from the same set of 60).

(Screen 2):
One way to approach this task is to think, for each screen

with 25 words, about the primary ways in which the words on
screen are similar or different.

For example, if you were doing this task for a set of 60
animals, on one screen of 25 animals, the animals might pri-
marily differ in size and habitat (land vs. water). You could
then put big animals that live on land in the upper right, small
animals that live on land in the lower right, big animals living
in water in the upper left, and small animals living in water in
the lower left.

On second and third screens with somewhat different sets
of 25 animals, the animals might instead mainly differ in terms
of size and diet (carnivorous vs. herbivorous), or in terms of
diet and habitat. You could then arrange these animals around
the screen accordingly (e.g., upper right for big carnivores on
the second screen, carnivorous land animals in the upper right
on the third screen).

It may not always be obvious how to place the words
through this approach, in which case, please just do your best!

(Screen 3):
Two words are synonyms if they have very similar mean-

ings. Synonyms represent the same type or category of thing.
Here are some examples of synonym pairs:

* cup / mug
* glasses / spectacles
* envy / jealousy
(Screen 4):
In practice, word pairs that are not exactly synonymous

may still be very similar. Here are some very similar pairs –
we could say they are nearly synonyms:

* alligator / crocodile
* love / affection
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* frog / toad
(Screen 5):
In contrast, although the following word pairs are related,

they are not very similar. The words represent entirely differ-
ent types of things:

* car / tire
* car / motorway (highway)
* car / crash
(Screen 6):
As a reminder, in this experiment, you will be shown sets of

trait words, 25 at a time. We need to know how similar you
think these traits are to one another.

Remember: things that are related are not necessarily sim-
ilar. If you are ever unsure, think back to the examples of
synonymous pairs (e.g., glasses / spectacles) and consider
how close the words are (or are not) to being synonymous.

To indicate your perception of similarity, you will move
each word around so that the similar ones are proportionately
closer together. That is, you shouldmove them into space such
that the distance between each pair of items represents how
similar you think the pair is (with closer in space meaning
more similar, and farther away in space meaning less similar).

If the words seem similar, place them close together, if they
seem dissimilar, place them farther away from each other.

(Screen 7):
Note, to complete the trial, all items must bemoved into the

"active arena," the large central box.
When you are finished arranging the space, click on the

little NEXT arrow sign in the bottom right-hand corner of
the screen.

The experiment will consist of only ten "trials," so please
be as accurate/precise as possible when placing the objects,
rather than trying to speed through.

(Screen 8):
Before you get started sorting the objects, we just want to

know how familiar you are with each of the 60 terms. We'll
show you one word at a time, and we need to you just honestly
tell us if you are familiar enough with the word to be able to
rate its similarity to other words.

Please be HONEST here! You will not be penalized for not
knowing some of the words.
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