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Quantitative cognitive models are powerful tools in the 
study of human cognition. These models specify mental 
processes using mathematical functions and computer 
algorithms. By fitting cognitive models to human data, 
researchers are able to explain how cognitions and 
behaviors are influenced by task and context, to char-
acterize the structure of variability in mental processes 
across individuals and groups, and to predict partici-
pants’ responses regarding novel stimuli with accuracy. 
For this reason, cognitive models have had considerable 
success across many subfields of psychology and are 
arguably the gold standard for specifying theories of 
mental processes (see Busemeyer & Diederich, 2010, 
for an overview).

However, despite their popularity, cognitive-process 
models are seldom used for the study of everyday cog-
nition. Instead, they are typically applied in highly styl-
ized experimental paradigms in which laboratory 
participants are presented with abstract stimuli defined 
on a small set of explicitly quantified features or vari-
ables. This focus has to do with the complexity of 
people’s representations of the world around them. 
Cognitive models specify a series of functions or algo-
rithms that apply to mental representations, and obtain-
ing such representations for the targets of everyday 
cognition—that is, the names, images, and descriptions 
of thousands of people, places, and things—has been 

very difficult. Although laboratory experiments and 
abstract stimulus sets offer experimental control and 
allow researchers to identify the mechanisms that caus-
ally influence behavior, restricting cognitive modeling 
to artificial experimental stimuli has greatly limited the 
generalizability and practical applicability of the field 
(see Griffiths et al., 2015, and Jones, 2016, for similar 
critiques).

There is now a solution to this problem. The increased 
availability of large digital data sets and the develop-
ment of powerful new machine-learning techniques 
have made it possible to extract rich quantitative repre-
sentations for words and sentences, as well as for visual 
scenes and images of objects. These representations 
typically take the form of high-dimensional vectors (also 
known as “embeddings”) corresponding to activation 
states in deep neural networks. Although the neural 
networks may not themselves be complete theories of 
human cognition, they are trained to extract statistical 
regularities from large amounts of text and image data, 
and their activation states thus approximate human 
mental representations for these data (see LeCun et al., 
2015, for a recent summary of deep neural networks; 
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Rumelhart et al., 1987, for an overview of neural net-
works as models of human cognition; and Anderson & 
Schooler, 1991, and Landauer & Dumais, 1997, for earlier 
work exploring the role of environmental statistics in 
mental representation).

Inspired by these new techniques, psychologists have 
recently begun combining representations obtained 
from large-scale digital data sets with cognitive-process 
models. The stimuli used in this research are naturalistic 
(i.e., the names, images, and descriptions of real-world 
people, places, and things); however, responses to those 
stimuli are elicited in standard laboratory studies. The 
use of laboratory data retains experimental control. It 
also allows researchers to measure behavioral variables 
such as ratings, choices, response times, and recall, and 
to subsequently fit models to data and evaluate the 
models’ performance.

Although we discuss several examples of this 
approach in more detail later in this review, two illus-
trative applications are visualized in Figure 1. The top 
panel shows a model of naturalistic category learning 
in which vector representations for everyday concepts 
(e.g., food items) are extracted from digital data and 
used to predict how people learn new category struc-
tures (e.g., the presence or absence of a hypothetical 
nutrient) for these concepts (Zou & Bhatia, 2021b). The 
category-learning process is specified using the exem-
plar model (Nosofsky, 1992), a prominent account of 
category learning that predicts category labels (e.g., 
“has nutrient X” or “does not have nutrient X”) for new 
items (e.g., “lamb”) by measuring the relative similari-
ties of these items with previously encountered items 
that have known category labels (e.g., “spinach” and 
“milk”). The bottom panel of Figure 1 shows a model 
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Fig. 1. Two examples of studies combining cognitive modeling with representations of naturalistic stimuli obtained from large-scale digital 
data. The top row illustrates a category-learning study (Zou & Bhatia, 2021b) in which participants learned whether a hypothetical nutrient 
was present in various foods and then were asked whether other foods contained that nutrient (left diagram). Word vectors derived from 
a neural network trained on large-scale natural language data were used to specify multidimensional representations for food items (e.g., 
spinach; middle diagram). These word vectors were then combined with the exemplar model of categorization (right diagram) to predict 
participants’ responses, as well the effects of different training regimes on their accuracy. In the diagram of the exemplar model, word vec-
tors are color coded: blue for lamb, the target food item to be characterized (whether it contains nutrient X or not); red for items without 
nutrient X (e.g., milk); and green for items with nutrient X (e.g., spinach). The bottom row illustrates a decision-making study (Holmes et al., 
2020) in which participants judged whether the image they were shown was a cancerous blast cell (left diagram). The authors used a deep 
convolutional neural network trained on large data sets of images to translate each presented image (middle diagram) into a binary input 
into the diffusion decision model (right diagram), which was able to predict both participants’ classification decisions and their response 
times. The jagged blue line in the diagram of the model represents evidence accumulating over time, in this example reaching the threshold 
for categorization as a blast cell.
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of naturalistic decision making that uses vector repre-
sentations of images obtained from digital data to calcu-
late the probabilities of cancerous blast cells being 
present in new images (Holmes et al., 2020). These prob-
abilities are fed into the diffusion decision model (Ratcliff 
et al., 2016), an established theory of decision making 
that predicts choices and response times by sampling 
and aggregating evidence (in this case, cancer probabili-
ties) until the evidence surpasses a response threshold. 
By combining vector representations from large-scale 
digital data with established cognitive-process models, 
these and other applications show how the formalism 
and established theoretical structures of cognitive model-
ing can be used to describe, predict, and explain the 
types of cognitions and behaviors that people engage in 
on a day-to-day basis.

Similarity Judgment

Similarity is the basis of many complex cognitive opera-
tions. Consequently, similarity judgment is the founda-
tional and most critical application of the approach 
described in this article. In fact, the use of large-scale 
digital data to model similarity judgment precedes the 
advent of deep learning. Techniques such as latent 
semantic analysis (Landauer & Dumais, 1997), introduced 
in the 1990s, showed that data on the co-occurrence of 
words could be used to generate high-dimensional vector 
representations for them that preserved the structure of 
their similarities. As one would expect, words that had 
similar meanings tended to co-occur, and mathematically 
transforming the co-occurrence data resulted in vector 
representations that were close in the semantic space. 
This insight allowed researchers to predict similarity judg-
ments for thousands of everyday concepts that are 
describable using words. More recently, researchers have 
used neural networks, which can be trained on vast 
amounts of natural language data, to extract high-quality 
word vectors for millions of words and phrases. These 
vectors provide an even better account of human similar-
ity judgment (Mandera et al., 2017; see Bhatia et al., 2019, 
for an overview), as well as of association and priming 
(discussed in more detail in a later section).

Typically, this work has modeled the judged similarity 
of a pair of words by measuring the distance between 
the corresponding word vectors. This is a crude approach 
that does not allow for much complexity in similarity-
judgment processes. In a study addressing this issue 
(Richie & Bhatia, 2021), the word vectors were given 
flexible weights on various dimensions to provide the 
best fit to participants’ similarity ratings. Such weights 
can be used to identify aspects of the underlying repre-
sentations that are most at play in a given domain, which 
makes it possible to model category-level differences in 

similarity judgment (e.g., differences in the rules used 
to judge the similarities between clothes and those used 
to judge the similarities between animals). Peterson  
et al. (2018), Roads and Mozer (2019), and Hebart et al. 
(2020) applied a related approach to image vectors 
obtained from deep-learning models trained on large 
data sets of images. These tests showed that using vec-
tors with flexible weights improved predictions of human 
similarity-ratings data and resulted in better descriptions 
of within-category and between-categories structures of 
similarity revealed in human data.

Categorization

Natural categories are often composed of clusters of 
highly similar items, and many prominent models of 
categorization rely on assessments of similarity to cat-
egorize new objects (Nosofsky, 1992). This is why vec-
tor representations of words and images obtained from 
large-scale digital data are particularly valuable for 
modeling categorization in human participants. Prelimi-
nary tests have shown that word and image vectors can 
predict category-typicality ratings (Heyman & Heyman, 
2019; Lake et al., 2015). More relevant to the current 
review is work by Peterson et al. (2018), who used the 
similarity models described in the previous section to 
generate artificial categories of images and predict par-
ticipants’ ability to learn the corresponding category 
structures. Likewise, Hebart et al. (2020) used their 
similarity models to predict participants’ categorization 
of images into several natural categories, as well as 
participants’ category-typicality ratings of these images. 
Both studies found that models of category learning 
were improved by inclusion of dimension weights that 
were flexibly adapted to human data.

In other work, researchers have attempted to explic-
itly apply theories of categorization to predict categori-
zation judgments for both artificial and real-world 
categories. For example, Sanders and Nosofsky (2020) 
used image vectors from deep networks to predict psy-
chological features (e.g., perceived lightness or grain 
size) of images of rocks. They subsequently fed these 
psychological features into the exemplar model of cat-
egorization (Nosofsky, 1992), which was then able to 
predict category membership of new images of rocks 
not included in the initial sample. In related work, 
Battleday et al. (2020) directly applied cognitive models 
of categorization, such as the exemplar model, to high-
dimensional image vectors and successfully used the 
resulting models to predict human responses. Similarly, 
Singh et al. (2020) combined cognitive models with 
deep networks and trained the resulting models on 
human categorization data. This training process allowed 
the models to learn both the category representations 
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(e.g., prototypes or category boundaries) and the stimu-
lus representations (e.g., image vectors) that best pre-
dicted human categorization. The results obtained by 
Sanders and Nosofsky, Battleday et al., and Singh et al. 
all showed that deep-network representations combined 
with cognitive models outperformed deep-network base-
lines (i.e., models without human-like categorization 
rules). (See Battleday et al., 2020, for a recent review.)

Finally, a related set of techniques was used in the 
category-learning study illustrated in the top panel of 
Figure 1 (Zou & Bhatia, 2021b). Word vectors for objects 
such as foods, countries, and occupations were com-
bined with cognitive models to predict human catego-
rization and to identify the types of category structures, 
training data sets, and learning environments that 
improve human performance. The tests involved not 
only artificial (experimenter-constructed) categories but 
also natural categories, such as categories defined by 
the presence or absence of a particular nutrient in a 
food, thus illustrating the real-world applicability of 
cognitive models of category learning.

Memory Search

Similarities in word vector spaces not only predict similar-
ity and categorization judgements but also can be used 
to model priming and word association (Mandera et al., 
2017). For this reason, cognitive models of memory search 
are often equipped with associative connections from 
word vectors. For example, the context-maintenance-and-
retrieval model (Polyn et al., 2009) uses word vectors to 
model how words retrieved from memory influence the 
free recall of other semantically related words. Similarly, 
Hills et al. (2012) proposed a model of memory search 
that implements an optimal foraging algorithm on a word 
vector space and can thus capture transitions between 
clusters of words in semantic memory search. By combin-
ing word vectors with cognitive models, these approaches 
are able to describe nuanced retrieval dynamics in mem-
ory tasks involving naturalistic entities and concepts.

Much of the above work has (implicitly or explicitly) 
assumed that the associative connection between a pair 
of words is proportional to their proximity in word vec-
tor space. This imposes a symmetry requirement on 
associative strength (word A is associated with word B 
as word B is associated with word A), which has been 
shown to be violated in human data. Thus, recent 
research has tested and validated more complex retrieval 
rules that can accommodate associative asymmetries (Asr 
et al., 2018; Jones et al., 2018; Nematzadeh et al., 2017). 
Although there is still an ongoing debate about the best 
cognitive model for describing association, it is clear that 
any such model will require representations of words 
and concepts obtained from large-scale digital data.

Judgment and Decision Making

Another area where representations derived from digital 
data are particularly useful is the study of judgment and 
decision making. Research in in this area examines how 
people evaluate and choose between real-world objects, 
with a particular focus on applications to economics, 
business, health, and policy. In a recent study (Bhatia 
& Stewart, 2018), multiattribute decision rules proposed 
by psychologists were combined with rich (multidimen-
sional) vector representations for naturalistic items such 
as movies and food dishes. These representations were 
derived from tens of thousands of user-generated key-
words and ingredients, and various metadata, in online 
data sets such as imdb.com and allrecipes.com. Thus, 
for example, representations for thematically similar 
movies were similar, and representations for foods with 
similar ingredients were similar. Existing decision rules 
applied to these vector representations accurately pre-
dicted people’s choices between items. Additionally, 
differences in how people made decisions could be 
described by fitting different decision rules to their data. 
For example, some participants were found to use heu-
ristics that relied on a small set of underlying vector 
dimensions, whereas others were found to use more 
complex decision rules that weighted and aggregated 
all dimensions.

This approach has also been used to model evalua-
tions of naturalistic entities on a continuous scale, such 
as evaluations of the risk posed by technological haz-
ards, the effectiveness of prominent politicians, the 
excitement generated by consumer brands, and the 
healthiness of food items (Bhatia, 2019; Bhatia et al., 
2021; Gandhi et al., in press; Richie et al., 2019). Results 
have shown that linear models, common in judgment 
research, can be combined with word vector representa-
tions of these natural entities to predict participants’ 
evaluations on both an aggregate and an individual 
level. These models can also predict the effects of 
behavioral interventions (e.g., nutrition labels) on judg-
ments. A similar approach can be used to predict numer-
ical judgments, such as estimates of mortality rates in 
countries and calories in food items, and can explain 
several behavioral patterns documented in previous 
work (Zou & Bhatia, 2021a). The use of linear models 
allows for flexible-weight vectors that can specify how 
different dimensions of the underlying representations 
influence each judgment. As is the case for similarity 
judgment and categorization, flexible-weight vectors are 
critical for achieving good model performance.

Other important studies have used dynamic models 
of decision making, such as the diffusion decision 
model (Ratcliff et al., 2016), in combination with image 
vectors to study mental processes involved in medical 
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diagnosis (Holmes et al., 2020; Trueblood et al., 2021). 
As noted in the introduction, these models are able to 
predict both choices and response times, and by doing 
so, they can shed light on underlying biases in medical 
judgment and how these biases vary with expertise (see 
also Fig. 1, bottom panel). In closely related work, 
Annis et al. (2021) found that this approach can be used 
to model object recognition. Specifically, Annis et al. 
used measurements of similarity between image vectors 
to specify inputs into a dynamic model of decision 
making that predicted choices and response times when 
participants were asked to judge whether a presented 
object had been shown to them previously. The results 
of these studies showcase a powerful new method for 
modeling the time course of naturalistic decision 
making.

Conceptual Knowledge

Finally, representations extracted from large-scale digi-
tal data can be used to study conceptual knowledge. 
Once again, the most promising approach is to equip 
models of semantic judgment with vector representa-
tions for words obtained from large-scale language cor-
pora. Note that word vectors have difficulty capturing 
knowledge for the features of and relations between 
concepts (e.g., vectors for “cat” and “mouse” may be 
able to capture the association between these concepts 
but cannot, by themselves, specify a relation, such as 
“hunts,” that holds between them). However, sophisti-
cated cognitive models, equipped with word vectors, can 
be trained on additional types of participant-generated 
data and thus be taught how to manipulate vector rep-
resentations to capture featural and relational knowl-
edge. For example, Derby et al. (2019) used data from 
a large-scale feature-norming study (in which partici-
pants were given several concepts and asked to list the 
features associated with those concepts) to derive new 
vector representations for features and subsequently 
predict human responses by measuring the vector dis-
tances between features and concepts. Similar data have 
been used to train a connectionist network to make 
semantic-verification judgments (Bhatia & Richie, in 
press). This network vectorized sentences (e.g., “cat 
hunts mice,” generated using concepts such as “cat” and 
features such as “hunts mice”) and learned to classify 
the sentences as true or false. In both studies, the net-
works were able to predict the features that were most 
associated with concepts. Additionally, results for the 
model of semantic-verification judgments replicated 
several classical semantic cognition effects (e.g., the 
effect of distance in a taxonomic tree on response time 
and the effect of concepts’ feature overlap on judged 
typicality of the concepts).

In related work, Lu et al. (2019) and Ichien et al. 
(2021) studied judgments of relations between pairs of 
concepts. Specifically, they applied a series of psycho-
logically plausible operations to the word vectors for 
concepts to predict whether various relations were true 
for pairs of the concepts. The operations themselves 
were trained on human relational-judgment data. Using 
this approach, Lu et al. were able to predict the rela-
tions that held between concepts, to solve analogy 
problems involving pairs of concepts, and to identify 
individual differences in analogical reasoning. These 
and other results discussed in this section show that 
representations derived from digital data can be used 
to build computational models of naturalistic high-level 
cognition.

Future Directions

The wide availability of large-scale digital data is trans-
forming research in the psychological sciences. Previ-
ously, theories had to be specified and tested on 
abstract, experimentally constructed, stimulus represen-
tations. However, researchers can now obtain rich 
quantitative representations for natural entities and use 
these representations to equip cognitive models with 
the ability to deliberate over and respond to a variety 
of naturalistic prompts. We have considered applica-
tions of this approach to similarity judgment, categori-
zation, memory search, judgment and decision making, 
and conceptual knowledge, five important domains in 
the cognitive and behavioral sciences. Large digital data 
sets and machine-learning technologies have also had 
an impact on many closely related fields, such as devel-
opmental psychology, neuroscience, linguistics, and 
vision research. Researchers in these fields are now also 
using digital data sets and deep neural networks as 
proxies for environmental regularities and to extract 
representations, which they combine with existing the-
ories or use as a springboard for new theories.

Of course, the modeling paradigm outlined here is 
fairly new, and there are some important limitations to 
keep in mind. One limitation involves the interpretabil-
ity of the underlying representations. Because of their 
high-dimensional nature, it is sometimes difficult to 
understand exactly how vector representations of words 
and images are used by participants in a given cognitive 
task. One solution to this problem involves the collec-
tion of additional human ratings on experimenter-
curated perceptual or conceptual features (Hebart et al., 
2020; Sanders & Nosofsky, 2020). These ratings can be 
used to code stimulus features and subsequently inter-
pret model predictions.

Another important limitation pertains to social biases. 
Deep-learning models are trained on language and 



6 Bhatia, Aka

image data sets that reflect harmful stereotypes preva-
lent in society. For this reason, these models often learn 
racist or sexist representations. If the goal of the 
researcher is to study the cognitive basis of racism or 
sexism, then such representations may be acceptable 
inputs into cognitive models. But care must be taken 
not to amplify social biases, and researchers must exer-
cise considerable oversight in developing and testing 
social applications of cognitive models. A related limita-
tion involves heterogeneity in mental representation. 
Because of the amount of training data required, current 
deep-learning models learn representations on the pop-
ulation level, and are thus unable to capture individual-
specific variation in beliefs, attitudes, and associations. 
Future work should explore ways of using participant-
level data sets to fine-tune representations obtained 
from deep-learning models, to better capture differences 
in psychological processes and behaviors across indi-
viduals and groups.

Also note that the applications discussed in this arti-
cle have used either representations for images or rep-
resentations for words and sentences in the service of 
cognitive modeling. Yet people’s mental representations 
are formed on the basis of both perceptual and linguis-
tic information sources. Thus, representations obtained 
only from language models or only from vision models 
are incomplete. Researchers should consider combining 
multiple types of vector representations within a single 
model, to further extend the predictive power and natu-
ralism of computational theories of cognition.

Similarly, in this review, we have examined models 
of similarity judgment, categorization, memory search, 
judgment and decision making, and conceptual knowl-
edge separately, but research on cognition should move 
toward a single integrated model capable of capturing 
behavioral regularities across multiple tasks involving 
distinct types of naturalistic stimuli (as well as con-
trolled tasks involving artificial stimuli). It is likely that 
such a model will rely on a single set of representations 
(obtained from large-scale digital data sets), and it may 
even rely on a single set of processes for using these 
representations in different tasks. For example, many 
of the publications reviewed in the previous sections 
have shown that dimension-specific weights, reflecting 
shifts of attention to salient features, improve model 
performance in similarity judgment, categorization, and 
judgment and decision making. There is considerable 
evidence for this type of attention shifting in laboratory 
tasks, and it is thus likely that attention shifting is a 
general property of human cognition at play in diverse 
artificial and real-world domains.

Finally, we believe that there is great potential in 
using the proposed approach to address topics of politi-
cal and commercial relevance—topics that are largely 

neglected in cognitive psychology. The well-being of 
individuals, and the social, economic, and political 
structures of society, are all based fundamentally on 
naturalistic cognition and behavior. The cognitive mod-
eling of how people perceive and evaluate everyday 
objects, concepts, images, and texts can thus be used 
for many beneficial applications across the social and 
behavioral sciences, including in areas such as health 
psychology, social psychology, political psychology, 
behavioral economics, marketing, and management. We 
are optimistic about these applications, and look for-
ward to future work that adapts and extends cognitive 
modeling to predict, influence, and improve real-world 
human behavior.
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