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a b s t r a c t

While the fact that phonetic information is evaluated in a non-discrete, probabilistic fashion is well established,

there is less consensus regarding how long such encoding is maintained. Here, we examined whether people

maintain in memory the amount of vowel nasality present in a word when processing a subsequent word that holds

a semantic dependency with the first one. Vowel nasality in English is an acoustic correlate of the oral vs. nasal

status of an adjacent consonant, and sometimes it is the only distinguishing phonetic feature (e.g., bet vs. bent). In

Experiment 1, we show that people can perceive differences in nasality between two vowels above and beyond

differences in the categorization of those vowels. In Experiment 2, we tracked listeners’ eye-movements as they

heard a sentence that mentioned one of four displayed images (e.g., ‘money’) following a prime word (e.g., ‘bet’)
that held a semantic relationship with the target word. Recognition of the target was found to be modulated by the

degree of nasality in the first word’s vowel: Slightly greater uncertainty regarding the oral status of the post-vocalic

consonant in the first word translated into a weaker semantic cue for the identification of the second word. Thus,

listeners appear to maintain in memory the degree of vowel nasality they perceived on the first word and bring this

information to bear onto the interpretation of a subsequent, semantically-dependent word. Probabilistic cue inte-

gration across words that hold semantic coherence, we argue, contributes to achieving robust language compre-

hension despite the inherent ambiguity of the speech signal.

� 2019 Elsevier Ltd. All rights reserved.

1. Introduction

Identifying words in speech is a process by which listeners
discover which discrete lexical forms the speaker intended to
produce, based on the phonetic information available in the
speech signal. However, the phonological elements of lexical
forms are best described as overlapping categories defined
over sensory dimensions. The process by which these ele-
ments are retrieved is probabilistic and reflects uncertainty
regarding the identity of the discrete, categorical, elements
intended by the speaker (e.g., Goldinger, 1998; Kleinschmidt
& Jaeger, 2015; Massaro & Friedman, 1990; McMurray &
Jongman, 2011; Nearey, 1997; Norris & McQueen, 2008). A
large body of evidence has demonstrated listeners' use of
probability distributions when retrieving phonemic categories
(e.g., Blumstein, Myers, & Rissman, 2005; Clayards,

Tanenhaus, Aslin, & Jacobs, 2008; McMurray, Tanenhaus, &
Aslin, 2002; Miller & Volaitis, 1989; Toscano, McMurray,
Dennhardt, & Luck, 2010). Thus, gradient representation of
speech sounds serves as the basis for retrieving the discrete
linguistic elements intended by the speaker. In the present
study, we ask whether this gradient representation, which cap-
tures uncertainty about discrete categories, is maintained over
time, as other linguistic representations of the utterance are
being constructed.

Most theories of language processing assume that proba-
bilistic support for underlying phonological categories, while
initially available to the listener, is eventually discarded or lost.
Memory limitation has sometimes motivated such approaches
(e.g., Christiansen & Chater, 2016). Interactive Activation mod-
els implement the process: Perception of a unique discrete cat-
egory emerges through a process of activation and
competition among units which, individually or at a population
level, stand for mutually exclusive percepts. In the case of
speech, units that stands for multiple phonemes become
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simultaneously active, proportionally to their fit to the data.
Competition among active units (through inhibitory connec-
tions) leads to a “winner-take-all” outcome, one in which the
unit that best fits the data comes to dominate the others over
time (McClelland & Elman, 1986; see McClelland, Mirman,
Bolger, & Khaitan, 2014, for a recent review of the Interactive
Activation framework). Likewise, Smolensky and colleagues
(Cho, Goldrick, & Smolensky, 2017; Smolensky, Goldrick, &
Mathis, 2014) have proposed a framework in which the dis-
crete linguistic elements, over which symbolic computations
take place, constitute a description expressed at a macro level
for a pattern of activation among simple processing units. The
macrostructure, they claim, emerges over time from an activa-
tion pattern taking place in a continuous space because of
dynamical processes that move the activation pattern toward
states that correspond to discrete elements. In these models,
the percept moves toward discrete states and away from
gradiency.

Bayesian approaches to perception offer a different view
(e.g., Kleinschmidt & Jaeger, 2015; Massaro & Friedman,
1990; McMurray & Jongman, 2011; Norris & McQueen,
2008): Listeners infer the elements or categories that may
have given rise to the data based on their knowledge of the
probability distributions associated with these categories, com-
bined with the probability of each category to be uttered, gen-
erally or in the present context. Here, the representation of the
sensory data is unaffected by listeners’ knowledge of cate-
gories; listeners may decide on discrete categories while main-
taining a representation that captures the uncertainty
associated with the presence of these categories.

The present study is concerned with the maintenance of
phonemic uncertainty over time. Maintaining uncertainty can
make phonological processing more robust because linguistic
constraints operating at a larger time scale can influence (as
well as be influenced by) evidence present in the phonetic
signal. For instance, knowledge of phonotactics and phone-
mic sequences within one’s language provides an additional
source of evidence to inform phonemic processing: The
(probabilistic) support for, e.g., the presence of the rime
‘ype’ can affect the strength of evidence for the phoneme ‘t’
(vs. ‘d’) at onset because the sequence ‘type’ has a higher
probability of occurring in English than the sequence ‘dype’
(due to the fact that the former, but not the latter, forms an
existing word).

Ganong (1980) seminal study provided evidence that peo-
ple do maintain phonemic uncertainty over time: When pre-
sented with a word that begins with an ambiguous sound,
such as the auditory fragment ‘ype’ preceded by a sound
ambiguous between ‘t’ and ‘d,’ people tend to assign the
ambiguous sound the interpretation that, in conjunction with
the rest of the stimulus, forms a word. This influence has also
been observed when the portion that may affect the interpreta-
tion of the ambiguous sound comes after a few syllables, as in
words like ‘[p/b]arricade/arakeet’ (McMurray, Tanenhaus, &
Aslin, 2009), and, as argued by Samuel (2016), can occur as
late as about 1000 ms after the offset of the word in question.
Importantly for the present discussion, the effect of subsequent
context on the ultimate identification of an ambiguous sound
depends on the degree of uncertainty associated with the
sound to categorize: It is small when the phonetic cues provide

strong support for a category and large when the cues are
ambiguous. For instance, the classification of a sound per-
ceived as a good exemplar of the /d/ category (as assessed
in isolation or in a neutral context) is little affected by a
lexically-inconsistent “right” context (e.g., ‘ype’). If people did
not maintain the sound’s probability distribution over time but
rather assigned a discrete category to it, we would expect
the probability of revising an inconsistent category to be the
same regardless of the phonetic cues originally present in
the sound. This would predict a substantial contextual effect
on the interpretation of the stimulus with clear phonetic cues
in support of an interpretation inconsistent with the context.
Yet, this is not what results have repeatedly shown (e.g.,
Ganong, 1980; see also Massaro, 1992).

The present study asks whether uncertainty is maintained
across words, allowing for long-distance linguistic constraints
to influence and be influenced by probabilistic evidence asso-
ciated with phonemic categories. Response to this question
has implications for our understanding of the language pro-
cessing system. Indeed, across words, the contingency rela-
tionship between cues to phonemic categories is mediated
by syntax and semantics: For instance, evidence for the
phonemic sequence ‘forest’ in the phrase ‘the [d/t]ent in the for-
est’ can increase support for the category ‘t’ before the rime
‘ent’ because of the knowledge that, given the syntactic con-
straints imposed by the complex noun phrase ‘the __ in the
__’, the combination of the meanings associated with each of
the phonemic sequences ‘forest’ and ‘tent’, has a higher prob-
ability of occurrence than other partially supported combina-
tions, such as ‘dent’ and ‘forest’. This, in turn, implies that
syntactic and semantic representations can influence phono-
logical processing. Traditionally, language comprehension
has been viewed as a set of sequentially organized stages,
with syntactic and semantic computations taking place after
discrete phonological elements have emerged from phonolog-
ical processing. Although past research has reported some
evidence for the influence of syntactic and semantic knowl-
edge on phonology, the interpretation of this work remains con-
troversial (see Dahan & Ferreira, in press, for a review).
Evidence of uncertainty maintenance across words that enter-
tain syntactic and semantic relationship would support a
language-processing architecture in which no clear distinction
exists between word recognition and sentence processing
(e.g., Levy, 2008).

Uncertainty maintenance across words has been examined
in Ganong-like investigations. These studies have asked
whether late-arriving information influences the interpretation
of an ambiguous sound that appeared a few words earlier, as
in phrases like ‘the [t/d]ent in the forest/fender’, and whether
the influence is modulated by the probabilistic support that the
phonetic information alone provides for the phonological cate-
gory (Connine, Blasko, & Hall, 1991). This approach has faced
methodological challenges because people tend to respond
before having heard contextual information. When experi-
menters explicitly ask people not to respond before the end of
the sentence, evidence of uncertainty maintenance is found
(Bicknell, Jaeger, & Tanenhaus, 2016; Szostak & Pitt, 2013).
Thus, while these studies have shown that people canmaintain
uncertainty in memory across words when explicitly instructed
to wait before responding and incorporate later-arriving
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information into categorization of earlier phonological elements,
it is possible that listeners do not do it routinely.

Brown-Schmidt and Toscano (2017) avoided this pitfall:
Instead of explicitly asking listeners to decide on the identity
of an ambiguous sound they heard, these authors examined
whether and how the phonetic details of an ambiguous sound
combine with linguistic material appearing several words later.
They manipulated the characteristics of the consonant preced-
ing the vowel /i/ to vary between a good ‘h’ to a good ‘sh’,
thereby creating a phonetic continuum from ‘he’ to ‘she’. Partic-
ipants heard a short narrative in which two cartoon characters,
one male and the other female, were introduced (e.g., “Daisy is
playing the cello for Donald as the telephone is ringing”). The
next sentence referred to one of the characters using one of
the stimuli on the pronoun continuum (e.g., “?e is standing
on the blue square [. . .]”, ? denoting the manipulated sound).
Four pictures were visible, each one displaying a cartoon char-
acter superimposed onto a colored geometric shape (e.g.,
Donald on a blue square and Daisy on a blue triangle, and
two unmentioned characters, Mickey and Minnie, on their
own shapes). Participants had to decide, after hearing the sen-
tence and its stated configuration of characters and geometric
shapes, whether or not the sentence and the display matched.
Participants' judgments on the match between the sentence
and the display closely tracked the version of the fricative they
heard: The farther from the end of the fricative continuum
implied by the gender of the character displayed on the named
geometric shape, the more likely people were to decide that
the sentence and display mismatched. As such, this finding
does not demonstrate that the uncertainty associated with
the fricative's phonetic category was maintained and brought
to bear on each trial's decision. Indeed, the observed pattern
may have emerged from a categorical encoding of the fricative
on each trial, with the probability of categorization as one or the
other phoneme varying with the phonetic details of the fricative.
The proportion of mismatch decisions would be a direct conse-
quence to the proportion of categorical encoding of the fricative
as the phoneme inconsistent with the gender of the character
on the named shape. Only a measure reflecting uncertainty on
a trial basis, they argued, could speak to whether participants
had access to a categorical or gradient encoding of the frica-
tive by the time the name of the geometric shape was heard.
To this end, Brown-Schmidt and Toscano examined the fixa-
tions that participants made to the sentence’s referent (i.e.,
the character on the mentioned shape) as they heard the
shape's name several words after hearing the pronoun. The
authors asked if the time it took for participants to orient their
gaze to that location, provided they were not already fixating
it, was influenced by the phonetic characteristics of the frica-
tive. People's latency to orient their gaze to the referent should
reflect the support for the location provided by the fricative and
the name of the shape. By comparing the latencies across the
fricative continuum, the authors tested for categorical or gradi-
ent encoding of the fricative. Analyses showed that the farther
away from the end of the fricative continuum implied by the
gender of the character displayed on the named geometric
shape, the longer fixation latencies. This led Brown-Schmidt
and Toscano to conclude that uncertainty about a sound’s

category is maintained over several words and can affect ref-
erence resolution.

Although we are sympathetic with this conclusion, we
believe that its empirical support is not as strong as it could
be. Indeed, it is based on an analysis that excluded 62% of
the trials, i.e., trials in which participants were already fixating
on the referent or never fixated on it within the 5 s that followed.
This raises questions about the generality of the effect. Fur-
thermore, the trials included in this analysis were unevenly dis-
tributed across the fricative continuum because people tended
fixate on the area with a character consistent in gender with the
most probable fricative interpretation even before the name of
the shape. Consequently, the stronger the support of the frica-
tive for the referent, the fewer trials were included in the latency
analysis. Finally, and perhaps most critically, participants' task
was to decide whether the sentence matched or mismatched
the display, as opposed to, as is customary in visual-world
studies, to select the named object. Although Brown-Schmidt
and Toscano described the latencies as 'recovery times', it is
unclear that they reflect the time it took people to orient their
gaze to what they took to be the area described by the sen-
tence, and whether fixations observed in conditions where
people identified a mismatch most of the time were driven by
the same processes as those observed in conditions where
people often decided on a match. Well aware of the issue,
the authors reported an analysis limited to those trials deemed
as 'matching' by participants. Although that analysis corrobo-
rated the results of the main analysis, it comprised an even
smaller proportion of trials (11%). Another area of concern per-
tains to long averaged fixation latencies reported (between
1800 and 2200 ms after the onset of the named shape). Thus,
there are reasons to treat Brown-Schmidt and Toscano's con-
clusion with caution.

The present study revisits the question of uncertainty main-
tenance by examining whether the phonetic details present in
a word affect the processing of a word appearing later in the
sentence that is syntactically and semantically dependent on
the first. It is well established that listeners generate predic-
tions of upcoming structures and/or words based on the rich
array of contextual cues at their disposal; current linguistic
information is processed in the context of and in conjunction
with what preceded it (e.g., Dahan & Tanenhaus, 2004, see
also DeLong, Troyer, & Kutas, 2014, for a review). Here, we
ask if form-based, phonological, uncertainty associated with
contextual cues is maintained and can affect processing of
subsequent words.

A study by Andruski, Blumstein, and Burton (1994) is rele-
vant here. Relying on the well-known phenomenon of semantic
priming, these authors looked at the effect of the phonetic char-
acteristics of a word, e.g., king, on the processing of a subse-
quent, semantically related, word, e.g., queen (see also
Aydelott & Bates, 2004). The phonetic quality of the initial
voiceless stop consonant in the first word (i.e., the prime)
was altered toward that of its voiced counterpart but no so
much as to be identified as such. The authors reported a
decreased semantic-priming effect after an altered version of
the prime, compared to the unaltered version, but only
when the delay between prime and target was very brief
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(i.e., 50 ms). After a 250-ms delay, altered primes acted like
unaltered ones. The authors concluded that the phonetic
details of a spoken word are maintained in memory for a brief
period of time but quickly replaced by a categorical represen-
tation. This conclusion is at odds with that reached by
Connine et al. (1991), Szostak and Pitt (2013), and Brown-
Schmidt and Toscano (2017). Thus, the question warrants fur-
ther examination.

Most of what we know regarding the perception and memory
retention of the phonetic characteristics of sounds has con-
cerned consonant perception. Here, we examined the percep-
tion of vowels, and vowel nasality in particular. Nasality in
English is a phonological feature that distinguishes conso-
nants, ‘m’ from ‘b’ or ‘n’ from ‘d.’ The velum lowering associated
with the production of a nasal consonant overlaps with the artic-
ulatory gestures associated with the preceding vowel, causing
the vowel to display spectral quality associated with nasality. In
some phonological contexts in English, such as syllables with a
nasal-voiceless stop coda cluster (e.g., bent), vowel nasality is
the main, or perhaps only, acoustic realization of the nasal con-
sonant. The presence or absence of vowel nasality, in effect, is
the cue that marks the contrast between e.g., bent (realized as
[be ̧t]) and bet (realized as [bet]), conferring a phonological sta-
tus to vowel nasality (Beddor, 2009; Raphael, Dorman,
Freeman, & Tobin, 1975). Importantly, because the timing and
extent of the overlap between the velum-lowering gesture and
those associated with the vowel varies widely across talkers
and speaking contexts, vowel nasality provides probabilistic
information to phonemic categorization.

Past research has shown that listeners use vowel nasality
to anticipate the nasal-oral status of the following consonant
(Ali, Gallagher, Goldstein, & Daniloff, 1971; Beddor,
McGowan, Boland, Coetzee, & Brasher, 2013; Lahiri &
Marslen-Wilson, 1991; Warren & Marslen-Wilson, 1987).
There is also evidence that listeners are sensitive to variations
in the strength of the cue: Nasal-coda words are recognized
faster when their vowel presents strong cues for nasality than
when these cues are weak (Beddor et al., 2013; Scarborough
& Zellou, 2013). Finally, these cues can be maintained in mem-
ory, as demonstrated by studies showing that people’s own
articulation of vowels in nasal-final words is influenced by the
degree of nasality of the talker they are exposed to and who
they unconsciously imitate (Zellou, Dahan, & Embick, 2017;
Zellou, Scarborough, & Nielsen, 2016).

The present study examined how the spectral quality of a
vowel, and the degree to which it anticipates the presence of
an upcoming oral or nasal consonant, affects the recognition
of a word that appears later in the speech stream and that
holds a syntactic and semantic relationship with the word in
which the vowel appeared. People heard sentences such as
he bet his money, or he bent his knee. In such sentences,
whether the vowel in a word occurring early in the sentence
was perceived as oral or nasal (e.g., the verb bet or bent)
led to different predictions concerning a word occurring in the
later portion of the sentence (e.g., the object of the verb,
money or knee). Although the syntactic relationship between
the two words in the sentence varied across items, the words
always imposed semantic constraints onto each other. For
instance, the verb bet constrains the word that occupies the
position of its theme to be something that can be bet, and

money is an excellent candidate. Likewise, money is a com-
mon theme of betting.

People saw a series of displays composed of four pictured
objects presented on a computer screen; for each display, they
heard a sentence that mentioned one of those objects. Partic-
ipants were instructed to click on the mentioned object with the
computer mouse. For instance, people heard the sentence He
bet his money or He bent his knee while seeing the picture of a
dollar bill, representing ‘money’, the picture of a knee, and the
pictures of two unrelated objects. Critical trials were those in
which the target was predicted by an oral word that came ear-
lier in the sentence: The name of the target object (e.g.,
money) was always acoustically intact and people were
expected to click on the picture representing the target. We
examined if manipulating the form of the predictive word
affected participants' attention to the target picture as the target
word was heard, one or more words later. The form of the
manipulated word, which we call the prime (e.g., bet), varied
in the degree of nasality of its vowel: The vowel could be 1)
(nearly) unanimously identified as oral and with no nasality arti-
ficially added to it, 2) (nearly) unanimously identified as oral but
with some acoustic nasality added, or 3) perceived as oral or
nasal in (roughly) equal proportions because of a substantial
amount of added nasality. Because the target word and its
prime were syntactically and/or semantically co-dependent,
we anticipated the recognition of the target to be affected by
that of the prime. The question was whether that influence
was gradient, reflecting uncertainty, or categorical.

Contrary to past research on the question, where the entire
continuum along a phonemic contrast is typically examined,
we limited our investigation to three versions of the prime word
selected from a narrow range of the continuum, on the oral
side. This design minimized participants' exposure to what
they may perceive as semantically odd or incoherent sen-
tences (e.g., He bent his money). This, in turn, made it possible
to ask participants to select the picture referring to in the sen-
tence (as opposed to ask them to assess whether the visual
display and the sentence matched, as Brown-Schmidt and
Toscano (2017) resorted to). The risk associated with such
design, however, resides in the expected effect size, particu-
larly in the difference between the two versions of the prime
word that yielded near unanimous oral categorizations and
yet characterized by different amounts of nasality in their vow-
els. These conditions were well suited to assessing whether
non-categorical differences in vowel nasality could have mea-
surable, albeit modest, effects on the processing of a subse-
quent word, i.e., the target word.

Distinguishing between categorical and gradient effects is
notoriously difficult. In what follows, we lay out the logic of
our manipulation and how our predictions differ for whether
the prime word had a categorical or gradient influence on the
interpretation of the target word. As described above, the main
reason for maintaining phonetic uncertainty is to allow for syn-
tactic and semantic constraints to influence and be influenced
by phonetic processing. To see how such influence may work,
we adopt a view largely based on Levy (2008): In the course of
hearing a sentence, listeners hold beliefs about the structures
(or parses) that best account for what has been heard up to
this point, which form the basis for predictions at all levels
of linguistic analysis. In such a model, applied by
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Levy, Bicknell, Slattery, and Rayner (2009) to sentence pro-
cessing in reading, “the comprehender has a probability distri-
bution over the sequences of words comprising the current
sentence, taking into account perceptually similar and gram-
matically permissible variants of the sentence read so far”
(Levy et al., 2009, p. 21087). Every time new sensory informa-
tion regarding the next elements is acquired, the probability
distribution associated with the most probable parse and its
strong alternatives, is reevaluated. This model offers a useful
way to capture the discrete categories that listeners must have
access to in order, for instance, to select the picture being
named, as well as the strength of evidence, or uncertainty,
associated with each category if or when this information is
available.

Assuming that our manipulation of the prime's vowel quality
was sufficient to affect eye movements to the target object
(e.g., the picture associated with money) upon hearing the
prime word (e.g., bet with various degrees of vowel nasality),
listeners may anticipate money more when the prime had no
nasality added than when a small or a significant amount of
nasality had been added. In order to assess whether uncer-
tainty regarding the phonological status of the prime's coda
(oral or nasal), and therefore the prime's lexical identity, is
maintained over time, we need to look at what happened after
the prime word and when the target word itself (e.g., money)
was heard. Indeed, uncertainty maintenance makes different
predictions from what is expected if phonetic uncertainty is
discarded.

If uncertainty about the prime's category identity is lost
shortly after processing the prime, parses must consist of struc-
tures of discrete elements, and the probability distribution of the
parses being considered must reflect syntactic and semantic
constraints alone. New input is evaluated with respect to candi-
date parses, with some form of revision taking place when the
probability distribution changes significantly. In the present
study, such revision was expected to occur frequently upon
hearing the target word in the ambiguous condition (compared
to the no-nasality condition) because on a substantial propor-
tion of trials, listeners were expected to have interpreted the
heavily nasalized bet as bent and, consequently, to anticipate
knee. In terms of fixations to the pictured objects, we predicted
that the prime word would lead to fixations to the competitor pic-
ture (e.g., knee) as predicted by the interpretation of the prime
as nasal (e.g., bent). Upon hearing the target word, e.g.,money,
revisions of the parse would result in fixations moving away
from the competitor and toward the target.

In the condition where only some nasality had been added
to the vowel, our predictions depended on the initial catego-
rization of the prime word. If the prime word was categorized
as oral (e.g., bet) to the same degree as in the no-nasality con-
dition, we expected to see no difference between these two
conditions immediately before and upon hearing the target
word: In both conditions, fixations to the target, e.g., money,
were expect to be more frequent than those directed to the
competitor before the target word and to increase at the same
pace. If, on the other end, the small amount of added nasality
was sufficient to cause people to categorically interpret the
prime word as nasal (e.g., bent) on a small but non-
negligible number of trials, we expected fixations on those
trials to follow a similar pattern as those observed in the

ambiguous condition, i.e., more fixations to the competitor
(e.g., knee) and/or fewer fixations to the target picture (e.g.,
money) after the prime, i.e., at the onset of the target word
and until the target word itself would force people to revise their
interpretation on those trials.

If, on the other hand, phonetic uncertainty is maintained
over time, the probabilistic support for a given parse should
consist of the product of the probabilistic evidence for each
of its linguistic elements as well as the ways they combine.
In our study, this predicted that the phonetic support of the
prime word's vowel toward predicting the target should affect
the processing of the target word: The stronger the evidence
for, e.g., the verb bet, the stronger the evidence for money
as its theme, and the faster people should orient their attention
to the picture associated with money. This view made similar
predictions for the ambiguous condition compared to no-
nasality condition as those exposed above because, com-
pared to the no-nasality condition, the heavily nasalized vowel
would lead to frequent interpretations of the prime word as
nasal and this should be reflected in a sustained effect of the
prime's vowel nasality on fixations to the competitor picture
from the moment the prime word was heard until the target
word was heard and significantly changed participants' beliefs
regarding which picture to select. The no-nasality vs. some-
nasality condition comparison is critical, however. Here, we
predicted that the smaller probabilistic support for the oral
prime (e.g., bet) in the some-nasality condition than in the
no-nasality condition would be observable on fixations to
money after each new element is heard and the probabilistic
support for current parses recomputed, i.e., after both the
prime and the target word, even if the prime's vowels did not
lead to differences in categorization. If, on the other hand,
the small amount of added nasality was sufficient to cause
people to interpret the prime word as nasal (e.g., bent) on a
small but non-negligible number of trials, we expected a sus-
tained difference between these two conditions after the prime
and until the target word is heard and revisions on those trials
takes place. Thus, a difference on target fixations between the
no- and some-nasality conditions shortly after target-word
onset (but not before or at target-word onset) would provide
compelling evidence for uncertainty maintenance across
words.

The current study has two parts. In the first part, we sought
to find evidence that people can perceive difference between
vowels that differ in their amount of nasality even when these
differences do not affect the vowel's categorization as oral or
nasal. As indicated in the predictions above, the logic of our
investigation rests on such capacity. Experiment 1 provided
independent data on this question. Experiment 2, the eye-
tracking study described above, provided a test for phonologi-
cal uncertainty maintenance during sentence interpretation.

2. Experiment 1

Experiment 1’s goals were two-fold. First, we aimed to show
that people can perceive differences in nasality between two
vowels above and beyond differences in the way the vowels
are categorized. Such evidence is necessary to establish
before asking whether people hold probabilistic and
non-categorical information in memory over several words.
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We created continua varying in vowel nasality. We then col-
lected categorization decisions for each vowel as well as dis-
crimination decisions between vowel pairs. Data collected in
same-different tasks on phonetic stimuli between (vs. within)
phonemic categories have been shown to reveal differences
in both discrimination and response bias (Wood, 1976). Here,
and in a regression analysis, we tested the role that the acous-
tic distance in nasality between two vowels plays in accounting
for their discrimination once any categorization difference
between them has been account for. If listeners encode degree
of nasality, we reasoned, their ability to discriminate two stimuli
should be predicted by the physical difference in the degree of
nasality of their vowels, above and beyond differences in the
way the stimuli are categorized. The second goal of Experi-
ment 1 was to collect categorization and discrimination data
on vowels of various degrees of nasality to inform the selection
of stimuli for Experiment 2.

2.1. Materials

We selected 20 English word pairs that contrasted solely in
vowel nasality (e.g., bet vs. bent). We restricted the selection to
words with non-high vowels because the acoustic measure of
vowel nasality adopted here cannot be reliably performed on
high vowels (see below for details). Another constraint on the
pair selection concerned the construction of a sentential frame
into which either word of a pair could be inserted in a syntacti-
cally and semantically coherent fashion. For instance, the sen-
tence frame ‘he ___ his. . .’ enables either word of the pair bet-
bent to be inserted. Finally, the frame with either word inserted
had to result in one of two versions depending on the content
word that followed, and these content words had to refer to
concrete entities that could be easily pictured (e.g., he bet
his money vs. he bent his knee). A list of the 20 word-pairs
and their sentential frames is given in Appendix 1.

For each pair, each of the two sentences were read out loud
by a male native speaker of American English multiple times. A
recording was done using an MXL Studio 1 microphone in a
sound-attenuated booth and simultaneously digitized onto a
computer at a sampling rate of 44 kHz.

For each pair, we selected a version of the nasal and oral
words characterized by similar vowel durations. The average
difference in vowel duration among the selected words was
5 ms (SD = 7 ms), with the nasal-context vowels being
103 ms long and oral-context vowels, 98 ms on average. Next,
and for each pair, we created a series of vowels consisting of a
mix of the oral-context and nasal-context ones in various pro-
portions (see Styler, Scarborough, & Zellou, 2011, for details).
The selected vowels were isolated and segmented out of their
context. For each pair, vowels were matched in duration by
cutting off equal portions of the beginnings and ends of the
longer vowel. Next, the pitch of both vowels was changed to
a flat pitch track at the mean pitch (in Hz) of the oral-context
vowel as to align the harmonic structure of the two vowels.
Moreover, the overall amplitude of the nasal vowel was scaled
to match the average amplitude of the oral-context vowel.
Once these procedures were accomplished, we additively
combined the waveforms of the two vowels. The combination
was done by adding the waveforms, sample by sample, follow-
ing the formula: 1 * oral amplitude + (x * nasal amplitude), with

x a parameter varying between 0 and 1 in 20 equal steps by
0.05 increment. The formula, in effect, varied the weight given
to the nasal vowel in the resulting vowel, from 0% to 50%.
Resulting resynthesized vowels were then inserted into the
originally oral context after adjusting the pitch track and the
vowel’s overall amplitude to the original values of the oral
vowel.

Our choice to examine the perception of vowels in the oral
side of the continuum only was motivated by the focus of the
present investigation: The maintenance of phonetic detail that
do not result in categorical distinction. The generation of vow-
els covering the entire span of the continuum was not deemed
central to the present enterprise.

Mixing the waveforms associated with nasal- and oral-
context vowels and varying the weight of the nasal vowel’s
waveform in the mix aimed to affect the degree of nasality of
the resulting vowel. The procedure, however, requires match-
ing the harmonic structure of the two original vowels as well
as their overall amplitude before combining them, and these
alterations make it difficult to precisely predict the resulting
acoustic correlates of nasality in the outcome. We thus
assessed the degree of acoustic nasality of the resynthesized
vowels. We adopted Chen (1997) acoustic measure of vowel
nasality. The measure is based on the fact that the coupling
of the nasal cavity with the oral tract produces predictable
changes to a vowel’s spectrum by the addition of nasal for-
mants. The first such formant is usually around 250 Hz. As
more nasalization is introduced, the relative amplitude of the
formant (in dB) increases along with a dampening of the ampli-
tude of the oral first formant, F1. Chen proposed to estimate
the degree of nasality of a vowel by calculating the difference
in amplitude between the nasal and oral formants. Subtracting
the amplitude of F1 (=A1) from the amplitude of the first nasal
formant (=P0) results a measure, A1–P0, expressed in dB,
which decreases as nasality increases. Using this measure
as a proxy for relative degree of vowel nasality in English, past
research has shown that vowel nasality varies in magnitude
across speakers and, within speakers, across various linguistic
and pragmatic contexts (Cho, Kim, & Kim, 2017; Scarborough
& Zellou, 2013; Scarborough, 2013; Zellou & Scarborough,
2015; Zellou & Tamminga, 2014; Zellou, 2017).

For each resynthesized vowel of each pair, we identified the
first nasal and oral formants on a spectrum taken at the vowel’s
midpoint and measured the formants’ amplitudes. Based on
the A1–P0 values, we selected seven vowels per pair to form
an oral-nasal continuum. Step 1 was always the vowel for
which the multiplying value x for the contribution of the nasal
vowel was set to 0. Step 7 was the vowel with the lowest
A1–P0 dB value (i.e., with the greatest degree of nasality) in
the series associated with a given pair. Intermediate steps
were selected based on equally spaced increments of A1–
P0 dB values between those of steps 1 and 7. The resulting
continuum consisted of 7 steps ranging from a very oral
(e.g., bet-like) vowel to the most nasal (e.g., bent-like) resyn-
thesized vowel and five physically equidistant stimuli in
between. Fig. 1 displays the A1–P0 value at each step for each
continuum. As apparent in the graph, the physical, acoustic
distance between each step is kept as constant as possible
across the continuum, resulting in a line, with increasingly
greater acoustic vowel nasality from step 1 to step 7.
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The stimuli set used in Experiment 1 consisted of 140 words
(7 steps � 20 pairs), each one reinserted in the sentential
frame of the pair up to and including the oral vs. nasal word.
Thus, for instance, for the bet-bent pair, each of the 7 steps
consisted of the sentence fragment He bet/bent. We opted to
present each word with its preceding context because the pre-
sentation of the words in isolation proved to reduce the words’
intelligibility.

2.2. Participants and procedure

Seventeen University of Pennsylvania undergraduates par-
ticipated. All were native speakers of English with no reported
visual or hearing impairment and received course credit. The
tasks were programmed and run using E-Prime.

2.2.1. Categorization task

Participants faced a computer screen, on which a pair of
words was first displayed in silence for 500 ms. The words
consisted of one of the 20 oral-nasal pairs (e.g., bet and bent).
Which side of the screen the nasal and oral words occupied
was varied across trials. After 500 ms, participants heard a
sentence fragment, presented through headphones, and
decided which of the two words on the screen the last word
of the utterance was. They were asked to respond as quickly
as possible using a button press on an E-Prime response
box and to guess, if necessary. The interval between each trial
was set to 1 s. The categorization test consisted of three
blocks of 140 trials; in each block, the 140 sentence fragments
were presented in a pseudo-random order, ensuring that two
fragments from the same pair were presented with at least
10 intervening trials. Three lists were created with a different
trial order; participants were equally distributed across lists
and randomly assigned to a list.

2.2.2. Discrimination task

After completion of the categorization task, participants per-
formed a same-different discrimination task. In each trial, peo-
ple heard two sentence fragments and were asked to decide
whether or not the last words of the fragments were acousti-

cally identical, using a button press on an E-Prime response
box. The inter-stimulus interval was 500 ms, which was chosen
to be close to the interval of time over which uncertainty main-
tenance would be tested during sentence processing (i.e.,
570 ms, see Experiment 2 for details). The inter-trial interval
was 1 s. ‘Different’ trials consisted of two stimuli selected from
the same continuum that were either two contiguous steps or
two steps separated by one intermediate step. This yielded 6
1-step comparisons and 5 2-step comparisons per continua.
Each stimulus pair was presented twice, varying which stimu-
lus was presented first. These 440 ‘different’ trials (11 compar-
isons � 2 repetitions � 20 continua) were interspersed with an
equal number of filler trials, i.e., trials in which the same stim-
ulus was presented twice and for which the correct response
was ‘same’. Each of the steps of each continuum was so
tested, which yielding 420 ‘same’ trials (7 step compar-
isons � 3 repetitions � 20 continua). To make the number of
'same' trials equal to the number of ‘different’ trials, an addi-
tional comparison from one step of each continuum was
included. This was balanced equally across steps. The result-
ing 880 trials were presented in a pseudo-random order, with a
minimum lag of 10 trials between two comparisons involving
the same stimuli or pair of stimuli. Three such orders were cre-
ated, forming three lists; participants were randomly assigned
to a list and equally distributed across lists.

2.3. Results and discussion

The discrimination data consisted of 14,960 trials [880 tri-
als � 17 participants]. Data from 245 trials from one participant
were lost because of technical failure (i.e., 1.6%). Analysis was
limited to the 'different' trials. Through regression modeling, we
aimed to predict whether two stimuli were perceived as distinct
(as opposed to identical) using their categorical and acoustic
distances as predictors. Categorical distance between two
stimuli was quantified from the categorization data. For each
participant, we subtracted the number of times each stimuli
of each discrimination pair had been categorized as nasal
and used the absolute value of the difference (expressed as
a percentage) as an estimate of the categorization distance
between the two stimuli. The distance varied between 0 and
1, with 0 assigned to two stimuli that received the same cate-
gorization on all three decisions, and 1, assigned to two stimuli
that never received the same categorization. Acoustic distance
between the two stimuli of each discrimination pair was taken
to be the absolute value of the difference in acoustic nasality
(A1–P0 dB) between the two stimuli’s vowels.

We conducted two statistical analyses of the discrimination
data, using mixed-effects logistic regression. In the first analy-
sis, we tested the contribution of acoustic distance in account-
ing for people’s ability to discriminate two stimuli in a model
that also comprised categorization distance as a predictor. In
order to statistically test for each contribution’s significance,
we adopted a model-comparison approach. First, a base
model was established that contained only the random struc-
ture of the full model (i.e., by-subject intercepts and slopes
for the fixed effect of categorization distance and acoustic dis-
tance, as well as by-continua intercepts). The fit of this ‘base’
model to the data, i.e., the amount of the variance accounted
for, was used as a benchmark to which the fit of augmented

Fig. 1. Acoustic nasality measure A1–P0 (expressed in dB), measured at vowel
midpoint, for each continuum step and each of the 20 continua used in Experiment 1.
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models was compared. Augmented models included all of the
base model’s random effects structure as well as the fixed pre-
dictor(s) whose contribution we aimed to test. The difference in
variance accounted for by the augmented model, compared to
that of the base model, can be estimated as �2 times the
change in log likelihood; the quantity follows a v2 distribution
with degrees of freedom equal to the number of parameters
that added in the augmented model compared to the base one.

Table 1 reports the log likelihood values for each of the four
models we computed, the base model, two augmented models
with the fixed effect of either categorization distance or acous-
tic distance, as well as the augmented model with both fixed
effects (i.e., the 'full' model). (The model outputs, where rele-
vant, and R code for all the final statistical models reported
in the paper are provided in Appendix 4). Each of the single-
effect models accounted for significantly more variance than
the base model. This indicates that both types of distances
make a significant contribution in accounting for people’s stim-
uli discrimination. Because these two factors are correlated
(i.e., stimuli that are categorized differently also tend to be
acoustically apart), we needed to assess the contribution of
acoustic distance once categorization distance had accounted
for participants' ability to discriminate the two stimuli. To this
end, we compared the full model to the model with the effect
of categorization distance only. As seen in Table 1, the full
model's fit to the data was significantly greater than the simpler
model. This supports the claim that participants were better
able to discriminate two stimuli when these were acoustically
distant, above and beyond the way these were categorized.

We sought to confirm the finding that participants were bet-
ter able to discriminate two stimuli when these were acousti-
cally distant, above and beyond categorization, in a second
analysis. Here, we restricted the discrimination data to those
comparisons that involved only stimuli that had been systemat-
ically categorized as oral, the dominant response given to our
stimuli. This selection, in effect, eliminated any influence of cat-
egorization distance in the discrimination data while leaving us
with 3993 trials (about 50% of the data). As in the previous
analysis, we adopted a model-comparison approach to assess
the contribution of acoustic distance on discrimination. The
base model contained the random structure of the augmented
model, i.e., by-subject intercepts and slopes for the fixed effect

of acoustic distance, as well as by-continua intercepts). The
augmented model was identical to the base model except for
the inclusion of the fixed effect of acoustic distance (treated
as a continuous variable and centered). As shown in Table 2,
the fit of the augmented model was significantly better than
that of the base model. Thus, the acoustic distance between
two stimuli judged to belong to the same category made a sig-
nificant contribution to people's ability to discriminate these
stimuli.

Fig. 2 provides a graphical illustration of these analyses.
The figure displays each discrimination response (different
[coded as 1] or same [coded as 0]), jittered around the y-axis
for greater visibility, as a function of the acoustic distance that
separated the two stimuli being compared on each trial, and
separately for each value of the stimuli’s categorization dis-
tance. Recall that, because each stimulus was presented three
times for categorization, acoustic distance between two stimuli
could take one of four values, 0, 0.33, 0.67, or 1. Superim-
posed to the individual trial data is a logistic regression line
(with standard error), which informally captures the effect of
acoustic distance on the binary outcome. (The first panel, for
which the categorization distance is 0, corresponds to the sub-
set of data analyzed in the second analysis, in which both stim-
uli within the pair were systematically perceived as oral.) On
each panel except that of categorization distance of 1, the
effect of acoustic distance corresponds to a line with a positive
slope. This, in effect, captures the fact that the greater two
stimuli were, acoustically, the more likely people were to per-
ceive them as different, even when they did not differ in their
categorization. The panel that captures discrimination data
for trials where the two stimuli were always categorized differ-
ently (categorical distance of 1) displays an acoustic distance
effect that is not different from 0. We do note that the standard
error around the regression line is very large. Indeed, as the
relatively small number of observations included in the plot
indicates, there were very few trials where a participant catego-
rized each of the two stimuli as belonging to different cate-
gories (nasal vs. oral) on each of the three trials they were
tested on. Thus, the lack of a significantly positive slope
observed for this categorization-distance condition is likely to
reflect the limited amount of data included in this condition.
(The fact that the slope of the line appears to increase with

Table 1
Experiment 1, complete data set: Log likelihood ratio and AIC (Akaike Information Criterion) associated with each regression model, along with chi-squared statistic, and p-value for each
model comparison (see text and Appendix 4 for details).

Model number Model Log Likelihood AIC model comparison v2(1) Pr(>v2)

1 Base Model �2064.2 4138.3

2 Base Model + Categorization Distance �2057.8 4127.6 1 vs. 2 12.7 p < 0.001
3 Base Model + Acoustic Distance �2051.5 4115 1 vs. 3 25.3 p < 0.001
4 Base Model + Categorization Distance + Acoustic Distance (Full model) �2045.4 4104.7 2 vs. 4 24.9 p < 0.001

Table 2
Experiment 1, data subset: Log likelihood ratio and AIC associated with each regression model, along with chi-squared statistic, and p-value for each model comparison (see text and
Appendix 4 for details).

Model Log Likelihood AIC v2(1) Pr(>v2)

Base Model �868.33 1740.7

Base Model + Acoustic Distance �866.34 1738.7 3.978 p < 0.05
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increased categorization distance pertains to a possible inter-
action between the two factors, an interaction that we did not
test for and that is tangential to our endeavor).

Experiment 1 provided evidence that people can discrimi-
nate between two stimuli better the farther apart the stimuli's
vowels are, as estimated by a measure of their acoustic nasal-
ity, above and beyond any difference in the way the vowels are
categorized (i.e., as oral or nasal). This implies that the pho-
netic degree of nasality of the first vowel can be maintained
over time until the second vowel is perceived. This is a neces-
sary condition to examining whether people bring such proba-
bilistic evidence regarding the category membership of a
phonological element to bear on the interpretation of a subse-
quent element.

3. Experiment 2

In Experiment 2, people saw a series of displays composed
of four pictured objects presented on a computer screen; for
each display, they heard a sentence that mentioned one of
these objects. Participants were instructed to click on the men-
tioned object using the computer mouse. While the name of
the target object was always acoustically intact, i.e., did not
vary in acoustic form in the experiment, the form of a word that
preceded it by one or more words (i.e., the prime) varied in the
degree of nasality of its vowel: The vowel was (1) (nearly)
unanimously identified as oral and with no added nasality, (2)
(nearly) unanimously identified as oral but with some nasality
added, or (3) perceived as oral or nasal in (roughly) equal pro-
portions after a substantial amount of nasality was added.
Because the prime word provided predictive cues to the target,
we expected to observe an effect of the categorization of the
prime word as oral or nasal on target fixation immediately after

the prime word was heard as well as upon hearing the target
word. Thus, compared to the no-nasality condition, the
ambiguous condition was expected to show strong anticipation
of the competitor after the prime and until the target word was
heard and processed. The crucial comparison concerned the
some-nasality and no-nasality conditions. We examined
whether fixations to the target differed between these two con-
ditions at and after target-word onset. Of interest was whether
a difference between the two conditions was absent at the tar-
get word onset but emerged thereafter. A mis-interpretation of
the prime word as nasal would result in sustained difference
after the prime and until revisions triggered by the target word
itself took place. Thus, observing an emerging difference
between the some- and no-nasality conditions as the target
word was heard, with slower fixations directed to the target pic-
ture in the former than in the latter, would be predicted if people
maintain information about the degree of nasality of the prime's
vowel (and of past elements of the parse) and use it to update
their beliefs about the utterance, given the current element (the
target word). This, in turn, would provide support for the claim
that listeners maintain form-based, phonological uncertainty
across words and recruit this probabilistic information to evalu-
ate beliefs about current linguistic input.

This prediction was tested in two related but distinct analy-
ses. One analysis included modeling the proportion of trials in
which people were fixating on the target picture over time, in
each prime-version condition. This measure captures people's
belief that the target picture will be or is being referred to. The
second analysis compared the latencies of the fixations that
people launched to the target picture as the target word was
heard, provided that the picture was not already fixated, a con-
dition fulfilled by about 60% of the trials. By included both mea-
sures, we sought to find converging evidence that the time it

Fig. 2. Experiment 1: Discrimination response (different [coded as 1] or same [coded as 0]), jittered around the y-axis for greater visibility, as a function of the acoustic distance that
separated the two stimuli being compared on each trial, separately for each value of the stimuli's categorization distance (0, 0.33, 0.67, or 1), with a logistic regression line (and standard
error) superimposed onto the data (see text for details).

G. Zellou, D. Dahan / Journal of Phonetics 76 (2019) 100910 9



took participants to decide that the target picture was the refer-
ent continued to be affected by the degree of nasality in the
prime word's vowel.

3.1. Materials

Using the categorization data collected in Experiment 1, we
selected three stimuli for each continuum to serve as prime
words. Two steps were selected so that their (oral) categoriza-
tion was minimally different while being as far apart on the con-
tinuum as possible as to maximize their difference in acoustic
vowel nasality. We will refer to these stimuli as ‘no nasality’ and
‘some nasality’, respectively. A third stimulus, which we will
refer to as ‘ambiguous,’ was selected based on having been
categorized as nasal about half of the time. Adhering to these
criteria was possible for only 12 of our 20 continua. Appendix 3
lists the 12 continua/nasal-oral pairs used in Experiment 2; for
each continuum, we specify which step each stimulus corre-
sponded to, as well as the proportion of oral categorization
responses it received in Experiment 1. Each of these versions
was presented in the oral frame sentence. For example, for the
bet-bent pair, three versions of the sentence he bet/bent his
money were created. The mean duration of the prime word
was 320 ms. The time interval from the onset of the prime word
to the onset of the target word was 570 ms, on average (rang-
ing from 328 to 997 ms; the duration from prime onset to target
onset for each stimulus item is provided in Appendix 3). Finally,
the duration of the target word was 342 ms, on average.

In addition to these three versions of the oral frame sen-
tence, we created three versions of the nasal frame sentence
(e.g., he bet/bent his knee) to serve as fillers, to reduce peo-
ple’s expectations of the upcoming target word, based on the
early portion of the sentence frame. These three versions var-
ied in the acoustic nasality of the prime's vowel. One of them
was the ‘ambiguous’ stimulus used in the oral sentences and
which had been categorized as nasal about 50% of the time.
Another stimulus consisted of the step that had received the
highest number of nasal categorizations in Experiment 1 while
being different from the ambiguous stimulus. Finally, the third
stimulus corresponded to nasal item of each pair, with naturally
occurring vowel nasality, which we spliced into the nasal lexical
context used in the other two versions.

The visual stimuli consisted of 24 black-and-white line-
drawing pictures (two per continuum), selected from a variety
of databases and deemed to be good depictions of the target
words of the oral and nasal sentence frames (e.g., money
and knee). Displays were created by randomly pairing the
two pictures of a continuum with the two pictures of another
continuum, provided that the target words did not sound similar
and that the pictures themselves shared little semantic related-
ness or visual similarity. The same display was used every
time one of the two sentences (i.e., oral or nasal frames) asso-
ciated with one of the two prime words of a continuum pair
(e.g., bet-bent) was presented.

3.2. Participants and procedure

Forty University of Pennsylvania undergraduate students
participated. All were native speakers of English and received
course credit for their participation. None of them had taken

part into Experiment 1. Data from nine participants were
excluded from the analysis due to failure to obtain acceptable
calibration and accurate tracking of their eye movements (6
participants), participants’ falling asleep during testing (1 par-
ticipant), or participants maintaining their gaze to the center
of the screen on the majority of trials (2 participants). This
resulted in a 31-participant sample.

Prior to the experiment, participants were fitted with a head-
mounted eye-tracker (Eyelink II, SR Research), which esti-
mated the location of their gaze on the computer screen at a
250-Hz sampling rate. Participants were told that on each trial,
they would hear a sentence while viewing a set of pictured
objects on the screen; their task was to click on the object men-
tioned in the sentence using the computer mouse. At the
beginning of each trial, a 4 � 4 grid with four pictures and a
central fixation cross appeared on the screen. The pictures
were positioned to form the corners of an imaginary square
on the grid. After 1 second of silence, people heard a version
of the sentence through headphones. An experimenter, who
monitored participants’ mouse cursor from another room,
waited for participants to have clicked on the target object
before proceeding to the next trial.

The experiment started with 24 trials, two per sentence pair,
to serve as practice trials. On these trials, the prime word was
an unaltered version of the oral or nasal prime word of each of
the 12 pairs. These trials, presented in a random order, were
intended to give participants some practice with the task, each
of the displays, and with the sentences before the critical trials.
These practice trials were followed by 144 experimental trials.
Each of the three versions of the oral sentence frames was
presented twice, yielding 72 critical trials (12 continua � 3 ver-
sions � 2 repetitions). Each of the nasal sentence frames was
also presented twice, yielding 72 filler trials. Three lists were
created in which the trial order and the position of the images
on the screen, were randomized. Participants were randomly
assigned to a list, with roughly equal numbers of participants
per list.

3.3. Results

The eye-tracking data were first parsed into fixations (i.e.,
sustained gaze in one location) and saccades (i.e., move-
ments of the eyes from one location to another) using the
eye-tracker’s default algorithm (i.e., the onset of a saccade is
marked when velocity is greater than 30 degrees/s or when
acceleration is greater than 8000 degrees/s2). Fixations were
then automatically categorized as falling within one of five
regions on the screen defined by the four cells of the grid occu-
pied by the four pictures and the remaining area of the grid
(without further distinction).

Data from a given trial were excluded if the participant’s last
(or only) mouse response was not to the target picture (16 trials
or 0.7% of the critical trials), or if the participant did not initiate a
fixation to the target picture from the onset of the prime word
until the target picture was clicked (178 trials, or 8% of the crit-
ical trials).

For each trial, fixations taking place from the target word’s
onset until the target picture was fixated and clicked on were
included in the analyses. In the event that the target picture
was no longer fixated when clicked on, the last fixation
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included in the trial consisted of the fixation to the target object
before the mouse click.

We also conducted an analysis on the fixations performed
after the onset of the prime word in order to examine the impact
that the different versions of the prime word had on partici-
pants' ability to predict what would follow in the sentence,
and therefore which picture to select. However, because the
interval between the onset of the prime word and that of the tar-
get word varied across items, it is not possible to isolate a per-
iod where only the prime word affected fixations. Despite these
limitations, the results of this analysis are provided in Appendix
5.

3.3.1. Fixation proportion analyses

In order to capture changes in gaze behavior over time as a
function of each version of the prime word participants heard,
we computed, for each participant and each condition, the pro-
portion of trials for which a given picture type was fixated on
during each successive 10-ms time window. Three picture
types were defined: (1) the target picture, i.e., the picture of
the target word, which was always semantically congruent with
the oral interpretation of the prime word, e.g., money; (2) the
competitor picture, i.e., the picture of the word associated with
the nasal interpretation of the prime word, e.g., knee; and (3)
the picture of either distractor. When, on a given trial, no object
was fixated on during a given 10-ms time bin (because of an
on-going blink or saccade), the trial was excluded from the
total number of the trials over which the fixation proportion
was computed for that time bin.

We examined the fixations that participants made to the tar-
get and competitor pictures (e.g., money and knee, respec-

tively) after having heard each of the three versions of the
prime word (e.g., bet) and as the target word was heard and
processed. Fig. 3 presents fixation proportions to target pic-
tures (e.g., money) and competitor pictures (e.g., knee) from
the onset of the target word, separately for each version of
the prime (i.e., no nasality, some nasality, and ambiguous).

At target onset, participants were fixating on the target pic-
ture on more trials in the no-nasality and some-nasality condi-
tions than in the ambiguous condition, with no observable
difference between the former two. Thus, the prime word's
vowel in the ambiguous condition appears to have led to a
nasal interpretation of the word frequently, which caused par-
ticipants to anticipate the name of the competitor picture. By
contrast, the greater amount of nasality in the prime's vowel
in the some-nasality condition (compared to the no-nasality
one) had no effect or a short-lived one on participants' predic-
tion of the target picture. This suggests that the parse of the
ongoing sentence favored an oral interpretation of the prime,
and did so to the same degree in both conditions.

Around 250 ms after target word onset, changes in the tra-
jectory of the fixation proportions can be observed in the
ambiguous condition: Fixation proportions to the competitor
picture stopped increasing and started decreasing shortly after.
We interpret this pattern as the result of the target word’s pho-
netic information. Around the same time, a difference emerged
between the no- and some-nasality conditions, with fixation
proportions rising more slowly in the latter than in the former.
Thus, people oriented their gaze toward the target picture at
a faster rate in the no-nasality condition than in the some-
nasality condition. Because the target word was identical
across the conditions, differences can only be traced back to

Fig. 3. Experiment 2: Proportion of looks to target (black lines) and competitor (grey lines) pictures from the onset of the target, as a function of the version of the prime words (no-
nasality, some-nasality, and ambiguous).

Table 3
Experiment 2: Summary statistics for the mixed effects logistic regression run on binomial data coded for fixation to Target image or not at the onset of Target word (see text and Appendix 4
for details).

Estimate Std. Error z p

(Intercept) �0.79 �0.15 �5.4 <0.001
Prime version – Some-nasality (vs. baseline level: No-nasality) �0.07 0.14 �0.54 0.6
Prime version – Ambiguous (vs. baseline level: No-nasality) �0.55 0.17 �3.3 <0.001
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the prime word people had heard. Because the difference
between these two conditions did not emerge before 250 ms,
which is also when fixations in the ambiguous condition show
the influence of the target word itself, we interpret it as reflect-
ing the influence of the probabilistic information regarding the
prime’s vowel nasality that participants maintained across
words and brought to bear to the interpretation of the target
word.

We sought to establish the generality of the observed fixa-
tion pattern through two sets of analyses. In the first set, we
aimed to establish that participants were less likely to be fixat-
ing on the target picture in the ambiguous condition than in the
no- and some-nasality conditions at target-word onset, with no
significant difference between the latter two conditions. To this
end, we coded each individual trial according to the location of
the on-going fixation at target-word onset: Trials with a fixation
to the target picture were coded as 1, trials with a fixation to
another location on the screen, to 0. (Trials for which a sac-
cade or a blink was taking place at 0 were excluded from this
analysis [5.8% of the data].) We then conducted a logistic
regression analysis on these binary data to assess the role
of prime version in predicting the probability that participants
fixated on the target picture based on the prime they heard
and before hearing the target word itself. The model included
Prime version as a predictor, modeled as a three-level factor
using a treatment coding with two contrasts with no nasality
used as baseline and testing two pairwise comparisons, no-
nasality vs. ambiguous and no-nasality vs. some-nasality.
The random effects structure of the model included by-
subject random intercepts and slopes associated with the
Prime contrasts, and by-item random slopes associated with
the Prime contrasts. Table 3 reports the output of the logistic
regression. Here, we did not use a model-comparison strategy
to assess the significance of a predictor to the model's fit to the
data. Comparing two nested models, i.e., models that differ
only in the presence or absence of a given predictor, is an
excellent way to statistically assess that predictor's contribu-
tion to modeling the data, particularly when there is a risk of
collinearity among the predictors. However, when a predictor
is a factor with more than two levels, its contribution to the
model is composed of two predictors and model comparison
cannot distinguish which predictor to attribute the model's bet-
ter fit to the data after inclusion of the factor. Thus, our conclu-
sions reflect the outcome of the model itself.

While the probability of fixating on the target picture in the
some-nasality condition was not significantly different from that
in the no-nasality condition, participants were significantly less
likely to fixate on the target picture in the ambiguous condition
than in the no-nasality condition, thereby confirming what is
apparent at target word onset in Fig. 3.

Next, we sought to find evidence that the dynamics with
which people shifted their gaze toward the target picture dif-
fered between the no- and some-nasality conditions. To this
end, we conducted a statistical analysis on the target-fixation
proportions and their changes over time using a growth-
curve analysis approach (Mirman, Dixon, & Magnuson, 2008;
see Seedorff, Oleson, & McMurray, 2018, for an overview on
the various methods to analyzing eye-movement data in a
‘visual-world’ setting). We modeled fixation proportions over
time using orthogonal polynomials. Polynomials make it possi-

ble to model complex functions flexibly. Other researchers
(e.g., Farris-Trimble & McMurray, 2013; McMurray, Clayards,
Tanenhaus, & Aslin, 2008) have used four-parameter logistic
functions. An advantage of using orthogonal polynomials is
that the parameters associated with each term (i.e., intercept,
linear, quadratic, or cubic) are estimated independently from
one another and, therefore, can be analyzed using linear meth-
ods. The counterpart of this independence, however, is that
each parameter accounts for some aspects of the function that
are difficult to isolate in the time dimension. For instance, the
intercept parameter is concerned with the area under the curve
and not the value that fixation proportion takes at time 0. While
the sign of the parameters' estimates, and particular those of
lower order, can be used to evaluate hypotheses regarding
how a variable of interest affects people's gaze orientation
toward visual objects, inferences regarding how the variable
of interest affects the timing of people's fixations to these
objects cannot be made based on the outcome of growth-
curve analyses. Instead, researchers must discuss these
effects based on the observed data. We note, however, that
inferring the cognitive processes giving rise to the shape of a
fixation-proportion function is a problem that that any modeling
method faces. Because our understanding of how internal
states give rise to eye movements during visual search is still
rudimentary, predicting and/or interpreting the effect of experi-
mental variables on the shape of fixation-proportion functions
is perilous. Thus, in our view, the benefits afforded by orthog-
onal polynomials far outweigh the difficulty in predicting and/
or interpreting interactions between a variable of interest and
one of the orthogonal terms.

We modeled the target-fixation proportions from 200 to
1000 ms after target-word onset, 1000 ms being the point at
which changes in target fixations reached a plateau. In order
to assess whether the version of the prime people heard signif-
icantly affected the dynamics with which target fixations
increased over time, we adopted a model-comparison strategy,
following Mirman et al. (2008), who developed the growth-
curve analysis approach to modeling eye-movement data in
the visual-world paradigm. However, as pointed out earlier,
the factor Prime has three levels and model comparison can-
not reveal which, of the two predictors, to attribute the model's
better fit to the data after inclusion of the factor. We elected to
leave out the ambiguous condition because (1) plotting the fix-
ation data revealed a substantial difference between this
ambiguous condition and its baseline 'no-nasality' condition;
and (2) the comparison between the ambiguous and the no-
nasality condition was not central to the examination of uncer-
tainty maintenance. Thus, our statistical analysis was limited to
the data in the no- and some-nasality conditions.

First, we established a base model that captures the
expected increase of fixations to the target picture over time,
after hearing the target word, independently of which version
of the prime had been heard. This function was modeled with
four orthogonal polynomial time terms (i.e., intercept, linear,
quadratic, and cubic). The base model was then augmented
by adding the term associated with the effect of Prime version
and its interaction with each of the time terms. Prime version
was modeled as a two-level factor (no-nasality vs. some-
nasality), with no-nasality used as baseline and sum coded.
Each augmented model’s fit to the data was compared to that
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of the model immediately simpler in order to assess the contri-
bution of the added term to the model’s fit. The difference in
goodness of fit was measured as �2 times the change in log
likelihood, which follows a v2 distribution with degrees of free-
dom equal to the number of parameters added to the simpler
model. All of these models were characterized by the maximal
random-effect structure, i.e., one with intercepts and slopes for
the main effects and interactions allowed to vary around the
mean across participants (see Appendix 4.4 for R code and
model details).

Table 4 lists the outcomes of our model comparisons. As
apparent in Table 4, a model that included the interaction
between the prime-word condition and the cubic term improved
the fit to the data significantly. To understand what the interac-
tion captures, consider the contrast between the no- and
some-nasality conditions displayed in Fig. 3. The two curves
begin with almost identical values of fixation proportions,
diverge shortly after 200 ms, intersect with each other again
650 ms, and reach asymptote around 900 s. As indicated by
Mirman et al. (2008), the cubic term of orthogonal polynomials
captures the steepness of the curve around inflection points.
The model's negative estimate associated with the interaction
between the cubic term and the effect of condition (with the no-
nasality condition used as baseline) is consistent with the fact
that fixation proportions increased and reached a plateau at a
slower rate in the some-nasality condition than in the no-
nasality condition.1 Although we did not predict that the cubic
term would be specifically affected by the difference in prime
conditions, the result is fully consistent with predicting that the
presence of some added vowel nasality in the prime word's
vowel would weaken the strength of evidence supporting the
presence of the target word.

3.3.2. Fixation latency analyses

To bolster the conclusion drawn from the fixation-proportion
analysis reported above, we conducted a second set of analy-
ses. Following McMurray et al. (2008), we analyzed fixation
latencies to the target picture. Contrary to fixation proportions,
the analysis can be conducted at the level of individual trials.
The logic of the analysis is as follows: If people have main-
tained a probabilistic distribution of the parse for the current
sentence that includes phonetic uncertainty and recruit it in
order to identify and integrate the target word, evidence sup-
porting the target based on that distribution should be weaker
in the some-nasality condition than in the no-nasality condition,
and this differential support should translate into the speed with
which people orient their gaze toward the target picture, pro-
vided that they are not already fixating on it.

To this end, we first selected the trials for which, 200 ms
after target-word onset, participants were fixating on another
picture than the target and whose subsequent fixation was to
the target. There were 1277 trials that fit these criteria, i.e.,
57% of the original critical trials. The distribution of these trials
across the three prime conditions was relatively balanced
(402, 399, and 476 trials from the no-nasality, some-nasality,
and ambiguous conditions, respectively). We then entered

the value of the onset of the subsequent fixation to the target
picture into our analysis, measured from 200 ms after target-
word onset. This represents the latency to move the gaze
toward the target picture after target-word onset (corrected
by a 200-ms constant). Fig. 4 displays the mean latency
(and standard error) for each version of the prime word. The
average latency was smallest in the no-nasality condition,
greater in the some-nasality condition, and greatest in the
ambiguous condition. Thus, when measured at the trial level,
people oriented their gaze faster when the prime word they
had heard before contained no added nasality than when it
contained some.

To assess the reliability of the difference in fixation laten-
cies, we first log-transformed the latency values so that their
distribution approximated a normal distribution more closely
than the raw latency data do. The transformed latencies were
analyzed using a linear mixed effects model. The model
included a main effect of Prime version, which was modeled
as a three-level factor (with no nasality used as the baseline
level and treatment coded so that the output of the model
yielded pairwise comparisons between no-nasality vs. ambigu-
ous and no-nasality vs. some-nasality). The random effects
structure of the model included by-subject random intercepts,
by-subject random slopes for Prime version, random intercepts
by item, and by-item random slopes for Prime version. Table 5
reports the summary statistics of the model. The positive esti-
mate and significant p-value associated with the effect of
some-nasality (vs. no-nasality) confirmed that listeners were
significantly slower at shifting their gazes to the target in the
some-nasality condition than in the no-nasality condition while
hearing the target word.

Both the fixation-proportion and latency analyses provide
evidence that is compatible with uncertainty maintenance:
The degree of acoustic nasality in a word’s vowel is maintained
in memory for long enough to affect, one or more words later,
the processing of a semantically-related word. This influence,
we argue, reflects uncertainty maintenance, and not merely
the revision, of an earlier categorical decision. This claim is
supported by the fact that we selected primes that had been
categorized in a very similar manner in the no- and some-
nasality conditions, and there was no difference between these
two conditions at the onset of the target word. If these two con-
ditions yielded different categorizations of the prime words, the
two conditions would have diverged after the prime and until
the target was heard when revisions would have been initiated.
Thus, we believe, the difference observed between the two
versions upon hearing the target word reflects the probabilistic
information that people consider when engaged in the process
of inferring the identity of the target word, and that information
concerns the preceding, semantically-related prime word.

4. General discussion

Part of assessing the intended meaning of an utterance
consists of determining which discrete elements have been
produced in order to combine them into higher-level linguistic
structures from which meaning emerges. The speech signal,
however, provides only probabilistic evidence for the presence
of each element. In the current study, we asked if probabilistic
support for a given element, an estimate of categorization

1 As pointed out earlier, our formulation describes which aspect of the observed
polynomial function is modeled by the cubic term and how experimental variables affect it.
We refrain from interpreting the term with respect to the underlying fixations--and the
cognitive processes driving them.
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uncertainty, is quickly replaced by category membership (i.e.,
the best fitting category) or, instead, maintained over time
and recruited as subsequent information is acquired and
high-level semantic combinations are posited. We addressed
this question by manipulating the vowel quality of a monosyl-
labic word ending with an oral coda (e.g., bet) by adding nasal-
ity to it, in effect moving it toward the word's nasal counterpart
(e.g., bent). We asked whether the vowel quality of the word
affected the processing of a word occurring later in the sen-
tence that held some semantic dependency with the first word
(e.g., money, as in 'he bet his money'). When the vowel had
been heavily nasalized, listeners often interpreted the word
as its nasal counterpart (e.g., bent), which led them to antici-
pate a subsequent word semantically coherent with that inter-
pretation (e.g., knee) until they received information that
contradicted their expectation. When the added nasality was
limited, we saw no evidence of misinterpretation of the manip-
ulated word, but the processing of the subsequent word was
nonetheless affected by the modified vowel quality. Thus, peo-
ple appear to maintain uncertainty in memory and to integrate it
with other cues as semantic interpretation of a sentence
proceeds.

We addressed the empirical challenge of distinguishing
uncertainty maintenance and revision of discrete categoriza-
tion by examining the effect of a small vowel-quality alteration
and by comparing its impact to that of a larger one. When pre-

sented with a highly ambiguous vowel, people anticipated a
word consistent with a nasal interpretation of the vowel on a
substantial number of trials, and held that belief until later-
arriving information proved this interpretation inadequate.
Thus, as expected, the manipulation was strong enough to
change the category membership of the vowel. When pre-
sented with a slightly nasalized vowel, people's behavior did
not correspond to a reduced version of the effects observed
with an ambiguous vowel, nor did it fail to show an effect of
the manipulation. Instead, we observe a small but significant
influence of the vowel quality of the preceding word as the tar-
get word, which held semantic relationship with the first word,
was heard but not before. Thus, there was no evidence that the
effects of vowel manipulation reflected mis-categorization.
Instead, we attribute the observed pattern to uncertainty
maintenance.

While such a conclusion had been reached by others
(Bicknell et al., 2016; Brown-Schmidt & Toscano, 2017;
Connine et al., 1991; Szostak & Pitt, 2013), the present study
strengthens the claim in three important ways. First, our exper-
imental approach circumvented the need to delay listeners’
responses regarding their interpretation of an ambiguous
sound. Instead, it built on the well-established role of prior syn-
tactic and semantic contexts on the recognition of spoken
words (e.g., Dahan, Magnuson, Tanenhaus, & Hogan, 2001;
Dahan & Tanenhaus, 2004, see DeLong et al., 2014, for a
recent review). The present study is the first to show that the
strength of the context itself as a cue varies as a function of
the uncertainty related to its phonological elements. Second,
we found evidence of uncertainty maintenance on the process-
ing of a word with an unaltered realization, the natural produc-
tion of the target word, e.g., ‘money’. Thus, the use of prior
probabilistic evidence is widespread and not reserved to
resolving ambiguity in categorization. Third, the design
adopted here avoided some of the difficulties faced by the
Brown-Schmidt and Toscano (2017) investigation. As dis-
cussed earlier, participants were asked to assess the congru-
ence between the sentence they heard and the visual
characteristics of the display. This task, however, makes inter-
preting participants' fixations to entities in the display difficult.
Here, fixations to the target picture are motivated by the need
to click on the entity mentioned in the sentence using the

Table 4
Experiment 2: Log likelihood ratio, AIC, chi squared statistic, and p-value for each model comparison modeling target-fixation proportions over a window of analysis 200–1000 ms after the
target-word onset (see text and Appendix 4 for details).

Model number Model Log Likelihood AIC Model comparison v2(1) Pr(>v2)

1 Base Model 1468.4 �2906.8
2 Base Model + Intercept: Prime 1468.5 �2905.1 1 vs. 2 0.29 p = 0.60
3 Base Model + Intercept: Prime + Linear: Prime 1468.5 �2903.1 2 vs. 3 0.003 p = 0.95
4 Base Model + Intercept: Prime + Linear: Prime + Quadratic: Prime 1468.6 �2901.1 3 vs. 4 0.01 p = 0.91
5 Base Model + Intercept: Prime + Linear: Prime + Quadratic: Prime + Cubic: Prime 1472.7 �2907.4 4 vs. 5 8.3 p = 0.004

Fig. 4. Experiment 2: Latency to target picture, as measured from 200 ms after the onset
of target word, as a function of the prime condition (see text for details).

Table 5
Experiment 2: Summary statistics for the mixed effects linear regression run on log-transformed latencies (see text and Appendix 4 for details).

Estimate Std. Error t p

(Intercept) 5.4 0.09 57.05 p < 0.001
Prime – some-nasality (vs. baseline level: No-nasality) 0.17 0.08 2.2 p < 0.05
Prime – ambiguous (vs. baseline level: No-nasality) 0.29 0.11 2.6 p < 0.05

14 G. Zellou, D. Dahan / Journal of Phonetics 76 (2019) 100910



computer mouse. Because we limited the variation in vowel
nasality to a small range of the oral-nasal continuum, the
manipulation of vowel nasality resulted in semantically odd
sentences only rarely, if at all (e.g., he bent his money).

We acknowledge that evidence for our claim, i.e., mainte-
nance of within-category uncertainty about the prime word until
the target word is heard, is based on the absence of an effect
of vowel nasality at target-word onset. This raises the question
of why uncertainty maintenance affects the processing of
some words in the sentence (i.e., the target word) and not
others (here, the words in the intervening interval). We
acknowledge that our claim relies on an important assumption:
Uncertainty associated with past elements of the parses that
listeners entertain for an unfolding sentence is brought to bear
only at points of integration with subsequent elements that may
hold a syntactic and semantic relationship with those former
elements. This assumption is one that Levy (2008) and Levy
et al. (2009) have expressed, and their empirical work lends
support for it. Levy et al. (2009) analyzed people’s eye move-
ments when reading sentences like “The coach smiled at the
player tossed the frisbee”. They predicted that the high uncer-
tainty associated with the preposition ‘at’ (because of the need
to distinguish it from its orthographic neighbors ‘and’, ‘as’)
would play out when readers reached ‘tossed’, but not before.
Because the most probable parse of the sentence at the point
in the sentence has made it difficult to integrate an interpreta-
tion of ‘tossed’ as a main verb, which is its most common syn-
tactic category, readers should reassess the categorization of
‘at’ with respect to its close contenders and their compatibility
with a main verb interpretation of ‘tossed’. Consistent with this
account, they observed longer reading times on ‘tossed’ and
more regressive saccades from it to the preposition region,
compared to a control condition in which ‘at’ had been replaced
by ‘toward’, which has fewer, if any, orthographic neighbors.
Important here, the alleged uncertainty regarding ‘at’ did not
affect reading behavior before ‘tossed’. Thus, evidence for
the maintenance of uncertainty about past categorization is
apparent only when people reach a point in the sentence
where the strength of support for alternative categorizations
is relevant to updating the parse. Although what defines ‘rele-
vance’ remains admittedly vague here, we offer a suggestion
below.

It is important to point out that our claim regarding uncer-
tainty maintenance does not rely on the claim that people
maintain an auditory trace of the utterance. Indeed, it is now
well established that sensory memory decays rapidly (e.g.,
Remez et al., 2010). Rather, we subscribe to a view in which
the speech signal is immediately coded into a representation
that captures the presence of phonemic categories, and, by
extension, lexical units, in a probabilistic fashion; this repre-
sentation is held long enough to affect the coding of subse-
quent lexical units.

The present demonstration raises the question of how long
uncertainty is maintained. This question has been raised in
past work: Connine et al. (1991) argued for a time-defined con-
straint on such maintenance, suggesting an upper limit of 1
second. Findings reported by Szostak and Pitt (2013) ques-
tioned the 1-s limit. When discussing the phenomenon, these
authors expressed doubts over a purely time-defined con-
straint and proposed that the size of the window be under

the influence of processing factors such as memory resources.
Under this view, uncertainty maintenance would extend only as
far as memory resources allow. If other processes, such as
syntactic parsing, were to tax some of the same memory
resources, the size of the window would be reduced.

Memory limitation is also the main factor in Christiansen
and Chater (2016)’s proposed ‘Chunk and Pass’ processing
strategy, which was discussed in the introduction: The speech
signal is immediately recoded into phonemic elements, which
are themselves grouped into chunks (i.e., morpho-syntactic
elements), which get organized into larger syntactic phrases
giving rise to semantic elements. Because chunks of increas-
ing abstraction stand for greater portions of the speech signal,
the authors argue, the strategy allows for some form of data
compression. The idea of representing the speech signal into
the identification of larger units is not a new idea. Indeed, in
the TRACE model of speech perception (McClelland &
Elman, 1986), the pattern of activation of feature-like, phone-
mic, and lexical units was conceptualized both as a processing
mechanism (where, through competition, a single interpreta-
tion would emerge against its alternatives) and a form of work-
ing memory. Christiansen and Chater (2016) propose to
extend this idea beyond the sentence’s phonological structure.

The ‘Chunk and Pass’ strategy assumes a strictly sequen-
tial organization with which elements of a sentence’s linguistic
structures are retrieved, from sensory input to phonological
elements to words to syntactic constituents to semantic propo-
sitions, with some form of data compression taking place at
each step. The present study suggests that the semantic com-
binations or propositions that emerge from interpreting a sen-
tence can be influenced by a representation that encodes
probabilistic support for phonemic (and most likely, word-
form) categories, rather than a sequence of discrete morpho-
syntactic elements, as the hierarchical organization of the
‘Chunk and Pass’ strategy assumes. Although the mainte-
nance of phonemic uncertainty for a substantial portion of
the speech signal makes higher demands on working memory
than what the ‘Chunk and Pass’ strategy proposes, it may
enable robust speech perception by allowing multiple cues
integrated over a large window to bear on the retrieval of
phonological elements (see Dahan, 2010, for a discussion):
Evidence that the speaker uttered ‘bet’ and ‘money’ is stronger
if the system allows for probabilistic evidence for each to affect
each other, i.e., if they are interpreted as the phrase ‘bet [his]
money’, compared to if the two speech fragments are inter-
preted independently, or if only categorical evidence for the
first word is allowed to affect categorization for the second.

This functional account for our finding, in turn, suggests an
answer to the question of what constrains uncertainty mainte-
nance. A useful approach, we contend, is to embrace a rational
framework (Bicknell et al., 2016): Uncertainty maintenance is a
rational feature of a system that aims to achieve robust speech
perception given inherent ambiguity in the sensory information
it receives by integrating cues that hold co-dependency rela-
tionship. Maintaining uncertainty has the benefits of effectively
re-evaluating interpretation when information received later in
the speech stream is linguistically relevant to the parsing of
information received earlier. Thus, uncertainty maintenance
is a rational adaptation given that language is both noisy and
redundant.
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Appendices

Appendix 1. Word lists and frame sentences for 20 continua used in Experiment 1

Oral Nasal Oral frame sentence Nasal frame sentence

bet bent He bet his money He bent his knee
black blank The black old cat was missing The blank old page was torn
chap champ The chap on his lips hurts The champ on his trophy was gold
chop chomp They chop the wood They chomp the sandwich
duck dunk He meant to duck the doorframe He meant to dunk the ball
hock honk She wants to hock the watch for cash She wants to honk the horn of my bike
hut hunt On the hut they set down a straw roof On the hunt they set down a trap
kick kink There was a kick in the fight There was a kink in the chain
lap lamp On her lap was a baby On her lamp was a shade
lick link She wants to lick the lollipop She wants to link the chains
lip limp His lip requires chap stick His limp requires crutches
pat pant We pat often dogs that look friendly We pant often running down the street
pick pink The pick of the axe was broken The pink of the ribbon was stunning
plaque plank The plaque on his teeth was removed The plank on his ship was broken
putt punt You have to putt a golf ball You have to punt a football
rack rank The rack had three bikes The rank had three winners
rap ramp The rap for the song is popular The ramp for the wheelchair is steep
set sent They set the table for dinner They sent the letter to her
stick stink They stick like glue They stink like garbage
wick wink The wick of the candle was lit The wink of the eye was quick

Appendix 2. Words, frame sentences, and target images for 12 continua used in Experiment 2

Oral
(test trials)

Target
(image)

Oral frame sentence Nasal
(filler trials)

Target
(image)

Nasal frame sentence

bet money He bet his money bent knee He bent his knee
black cat The black old cat was missing blank old page The blank old page was torn
chap lips The chap on his lips hurts champ trophy The champ on his trophy was gold
hut roof On the hut they set down a straw roof hunt trap On the hunt they set down a trap
kick fight There was a kick in the fight kink chain There was a kink in the chain
lip chapstick His lip requires chapstick limp crutches His limp requires crutches
plaque teeth The plaque on his teeth was removed plank ship The plank on his ship was broken
putt golfball You have to putt a golf ball punt football You have to punt a football
rack bikes The rack had three bikes rank winners The rank had three winners
rap singer The rap for the song is popular ramp wheelchair The ramp for the wheelchair is steep
set table They set the table for dinner sent letter They sent the letter to her
wick candle The wick of the candle was lit wink eye The wink of the eye was quick
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Appendix 3. For each continuum used in Experiment 2, the step each stimulus corresponded to, as well as the mean proportion of oral
categorization (from Experiment 1). From the original 20-step resynthesized continua, Step 1 was always the first, Step 7 was always the last (i.e.,
20th). Intermediate steps were selected based on equally spaced increments of A1–P0 dB values between those of steps 1 and 7. In addition, the
duration (in ms) from prime onset to target onset for each stimulus is also included

Continuum Step (Mean oral categorization proportion [SD]) Duration (in ms) from prime onset to target onset

No-nasality stimulus Some-nasality stimulus Ambiguous stimulus

bet Step 1 (94%) Step 3 (98%) Step 7 (40%) 328
black Step 1 (98%) Step 2 (93%) Step 5 (50%) 605
chap Step 1 (98%) Step 5 (98%) Step 7 (36%) 562
hut Step 1 (98%) Step 3 (95%) Step 7 (30%) 997
kick Step 1 (96%) Step 2 (98%) Step 7 (64%) 600
lip Step 1 (90%) Step 2 (93%) Step 7 (23%) 672
plaque Step 1 (97%) Step 3 (98%) Step 7 (64%) 592
putt Step 1 (100%) Step 2 (98%) Step 6 (36%) 433
rack Step 1 (94%) Step 4 (93%) Step 7 (55%) 662
rap Step 1 (100%) Step 3 (98%) Step 6 (49%) 538
set Step 2 (89%) Step 3 (91%) Step 7 (60%) 388
wick Step 1 (98%) Step 4 (100%) Step 7 (36%) 471
TOTAL Mean 96% 96% 45% 570

Appendix 4. Model outputs and R code for all of the final, most complete statistical models reported in the paper.

Appendix 4.1. R code and final model reported in Table 1

Response (binary) � Categorization distance (centered) + Acoustic distance (centered) + (1 | Item) + (1 + Categorization dis-
tance (centered) + Acoustic distance (centered) | Participant).

Estimate Std. Error z p

(Intercept) �3.4 0.44 �7.0 p < 0.001
Categorization distance 1.5 0.27 5.5 p < 0.001
Acoustic distance 0.2 0.04 5.0 p < 0.001

Appendix 4.2. Final model reported in Table 2

Response (binary) � Acoustic distance (centered) + (1|Continua) + (1 + Acoustic distance (centered) | Participant)

Estimate Std. Error z p

(Intercept) �3.3 0.4 �7.8 p < 0.001
Acoustic distance 0.09 0.04 2 p < 0.05

Appendix 4.3. R code for the model reported in Table 3

Fixation to Target at onset of Target word (binary) � Prime + (1 + Prime | Participant) + (1 + Prime | Item).
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Appendix 4.5. R code for the model reported in Table 5

Target fixation latencies (logged) � Prime + (1 + Prime |
Participant) + (1 + Prime | Item).

Appendix 5. Analysis of proportion of fixations to target and competitor
pictures from the onset of the prime word

We conducted an analysis of the fixations that people made
to each of the picture types as the prime word unfolded over
time. Recall that the prime word did not label either picture;
instead, it provided predictive cues to the identity of the upcom-
ing target word, which was the label for the picture participants
were to select. Consequently, the relationship between partic-
ipants’ processing of the prime word and their eye movements
to displayed pictures was expected to be more tenuous than
what we expected to observe upon hearing the target word.
Furthermore, the interval of time between prime- and target-
word onsets varied a lot, ranging from 328 ms to 997 ms It is

thus not possible to isolate a time interval during which only
the prime word had been heard. Because of these limitations,
the findings associated with this analysis are only included for
descriptive purposes.

Fig. 5 presents fixation proportions to target and competitor
pictures over time, from the onset of the prime word, as a func-
tion of which prime version participants heard. Fixation propor-
tions to target and competitor pictures remained low until about
350–400 ms At that point, fixation proportions to the target
started increasing in all prime conditions as well as those to
the competitor in the ambiguous prime condition. These fixa-
tions, we contend, reflect listeners' anticipation of the target
word later in the sentence based on their interpretation of the
prime word. Fixations to the target picture differed as a function
of the prime version: They rose fastest in the no-nasality con-
dition, a little slower in the some-nasality condition, and the
slowest in the ambiguous condition. While the difference
between the no-nasality and ambiguous conditions remained
large for an extended period of time, the difference between

Fig. 5. Experiment 2: Proportion of fixations to target and competitor pictures from the onset of the prime word, for the no-nasality, some-nasality, and ambiguous prime versions. The
vertical line marks the onset of the target word, on average. The point at which the target word started, 570 ms after prime onset on average, is marked by a vertical line (see text for
details).

Appendix 4.4. R code and final model reported in Table 4

Proportion Looks � Linear Time term + Quadradic Time term + Cubic Time term + Prime + (Linear Time term * Prime) + (Quad-
ratic Time term * Prime) + (Cubic Time term * Prime) + (1 + Linear Time term + Quadradic Time term + Cubic Time term | Prime:
Participant).

Prime version sum coded so that the sum of the levels of the predictor equals 0: no nasality = �1, some nasality = 1.

Estimate Std. Error t

(Intercept) 0.18 0.06 2.8
Linear Time term 4.8 0.21 22.5
Quadradic Time term �0.97 0.12 �7.8
Cubic Time term �0.12 0.08 �1.6
Prime – some-nasality (vs. baseline level: no-nasality) �0.4 0.06 �0.7
Linear Time term * Prime – some-nasality (vs. baseline level: no-nasality) 0.28 0.21 1.3
Quad. Time term * Prime – some-nasality (vs. baseline level: no-nasality) 0.13 0.12 1.1
Cubic Time term * Prime – some-nasality (vs. baseline level: no-nasality) �0.23 0.08 �3

18 G. Zellou, D. Dahan / Journal of Phonetics 76 (2019) 100910



the no-nasality and some-nasality conditions was brief (from
about 400–600 ms after prime onset). Thus, it appears that
the presence of greater acoustic nasality in the prime word’s
vowel in the some-nasality condition, compared to the no-
nasality condition, had a brief, albeit measurable, impact on
people’s fixations to the picture that the prime word predicted,
i.e., the target. We interpret the sustained effect of nasality in
the ambiguous condition (compared to the no-nasality condi-
tion) as evidence that people settled on a categorical interpre-
tation of the prime word as nasal on a substantial number of
trials, and that this interpretation was maintained until the tar-
get word was heard and that interpretation had to be revised,
as the later portion of the graph suggests. By contrast, we
interpret the short-lived effect on target fixations as evidence
that the difference in vowel nasality between these two condi-
tions affected the probability distribution of the parses that peo-
ple entertained for the sentence, but not their relative ranking:
In both conditions, the most probable, and highest ranked,
parse of the portion of the sentence up to and including the
prime word contained the oral interpretation of the prime word.
Nonetheless, because of the added nasality in the prime
word's vowel, the support for this parse was smaller in the
some-nasality condition than in the no-nasality condition.
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